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Disclaimer
This document contains description of the OpenMinTeD project findings, work and products.
Certain parts of it might be under partner Intellectual Property Right (IPR) rules so, prior to using
its content please contact the consortium head for approval.
In case you believe that this document harms in any way IPR held by you as a person or as a
representative of an entity, please do notify us immediately.
The authors of this document have taken any available measure in order for its content to be
accurate, consistent and lawful. However, neither the project consortium as a whole nor the
individual partners that implicitly or explicitly participated in the creation and publication of this
document hold any sort of responsibility that might occur as a result of using its content.
This publication has been produced with the assistance of the European Union. The content of this
publication is the sole responsibility of the OpenMinTeD consortium and can in no way be taken
to reflect the views of the European Union.
The European Union is established in accordance with the
Treaty on European Union (Maastricht). There are currently
28 Member States of the Union. It is based on the European
Communities and the member states cooperation in the fields
of Common Foreign and Security Policy and Justice and Home
Affairs. The five main institutions of the European Union are
the European Parliament, the Council of Ministers, the
European Commission, the Court of Justice and the Court of
Auditors. (http://europa.eu.int/)
OpenMinTeD is a project funded by the European Union (Grant Agreement No 654021).
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Publishable Summary
The goal of this document is to present the current state of the field of text and data mining
(TDM) with a focus on interoperability issues. This will serve as a starting point for subsequent
OpenMinTeD efforts concentrating on developing interoperability specifications for the future
platform. The report starts by introducing the concept of interoperability and its importance for
TDM. Section 2 describes existing repositories of resources, services and components, allowing
users to find a solution that best suits their needs. We also survey methods for describing
resources, i.e., metadata schemata and vocabularies. The next part focusses on tools and services
– active elements used to process textual data and produce annotations. We cover various
component collections, annotation editors and workflow engines, both general-purpose and those
focussed on text mining. In section 4 we concentrate on static resources, including text encoding
standards, annotation formats and finally common representations used in developing ontologies,
dictionaries and lexicons. Sections 5 and 6 describe additional aspects that have a strong
influence on TDM, i.e., computing infrastructure and legal issues. Finally, we provide a discussion,
in which we describe previous related efforts, explain the limitations of this study and analyse the
current gaps that need to be addressed in order to realise the goals of OpenMinTeD.
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1. Introduction
The Open Mining Infrastructure for Text and Data (OpenMinTeD) is a new European initiative
which seeks to promote the cause of text and data mining (TDM). OpenMinTeD will work within
the field of TDM to promote collaboration between the providers of TDM infrastructures as well
as working outside of the field to encourage uptake in other areas which may benefit from TDM.
Service providers will benefit from this project through the standardisation of formats for TDM as
well as the creation of new interoperable TDM workflows, which will seek to standardise existing
content and allow previously incompatible services to work together. Service users will benefit
through the provision of training and support for TDM tailored to their fields of expertise.
Interoperability is key to the goals of OpenMinTeD and to the content in this report.
Interoperability is an ability of two or more information systems to integrate with each other,
exchange information and be able to use this information understanding its structure and
semantics. Two interoperability systems typically share common vocabularies for what concerns
actions (applications) and data. Another important notion is portability. It is the ability to transfer
artefacts between, and to be able to use these artefacts across, different information systems.
These artefacts can be applications, structured or unstructured data, files, user credentials,
metadata, etc. Portability is considerably alleviated by having common and well defined data
structures and encodings. In this sense, standardized workload and data formats can play a
fundamental role. Portability is an enabling factor in interoperability but it’s not sufficient on its
own.
Interoperability and portability are important in order to avoid vendor lock-in, which prohibits
optimal utilization of existing resources. It means that use of a particular TDM resource ties a user
into a specific closed ecosystem. Although one ecosystem may have a high degree of
interoperability within itself, there is very little scope for interoperability between ecosystems. A
developer must write his own conversion tools to integrate many formats, tools and corpora.
Fostering deeper interoperability within TDM is at the core of OpenMinTeD.
Interoperability is vital at multiple levels of granularity, such as the way that a TDM tool encodes
input and output; the format of metadata that is associated with a resource in a repository; or
the licences associated with software and content. Each of these levels must be addressed if we
wish to promote a truly interoperable culture within TDM. We have addressed several pertinent
levels as seen through the chapters of this report. The report itself has been split into the
following five chapters to help us understand and categorise the existing technologies:
 Repositories (Chapter 2) describes interoperability related to metadata which can be used in
the discovery and interaction of resources.
 Tools and Services (Chapter 3) looks at tools which can be used for text mining and addresses
interoperability issues at this level.
 Content (Chapter 4) considers the format of the data to mined. Interoperability is considered
at multiple levels, such as character standards and annotation formats.
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 Computing infrastructures (Chapter 5) looks at the interoperability of the standards
surrounding the hardware which is used for TDM. Parallelisation and distribution are key to
improving the speed of data-intensive TDM work.
 Legal issues (Chapter 6) takes a step back from the details of TDM and considers what
licensing concerns should be taken into account during the TDM process. We also consider how
multiple licences can be consumed and digested to help a user understand the conditions and
rights they have attached to their TDM content.
In Figure 1, we show a high-level view of the interactions between the chapters of this report.
Repositories contain content which is processed using tools and services running computing
infrastructures. Legal issues are at the centre of the TDM process. They must be considered at
each stage. Each of these areas has a host of associated technologies which have been created
to facilitate the specific task at hand. Interoperability is of great importance for each area.

Figure 1. Overview of the interactions between the elements of interoperability

This landscaping report is written as a part of the fifth work package (WP5) of OpenMinTeD. In
WP5, we aim to develop strong guidelines for a framework of interoperability. We will develop
specifications for TDM interoperability, which will be digested within the project and promoted
for uptake throughout the wider community. We will leverage knowledge of existing systems and
tools to create guidelines which take into account the best practices already in the field. WP5 is
divided into four working groups (WGs). WG1 is focussed on interoperability of resource
metadata. WG2 looks at knowledge bases and language resources. WG3 looks at what must
be put in place to enable licence interoperability. WG4 is concerned with interoperability of
workflows and annotations. The interests of these four working groups are reflected throughout
the report. In addition, we have included a section on the interoperability issues surrounding
distributed computing and storage.
This report serves as an initial step towards the much larger task of creating guidelines for an
interoperability framework. In this document we have surveyed the landscape of TDM. We have
looked at what tools exist currently as well as the levels of interoperability between tools. This
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report will form the basis of D5.1 and is due for Month 7 of the project. Through the act of
surveying the broad interoperability landscape of TDM, we hope to create a document which will
improve understanding of the interoperability landscape as a whole. This document will be useful
both for people involved with the OpenMinTeD project and those outside the project who are
interested in using TDM in their research. The report will be drawn upon by the working groups
set up in Task 5.2. The working groups will develop interoperability specifications, which will later
be crafted into guidelines for an interoperability framework (Task 5.3). Finally, the guidelines
will be used to create the architectural design of the final platform (WP 6).
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2. Repositories
This section presents interoperability issues related to the discoverability and interaction of
resources that are in focus for OpenMinTeD. Specifically, resources in the framework of the
project are distinguished into:
 content,
 textual content that will be mined, such as scholarly publications, web pages or other text
corpora
 language/knowledge resources, such as computational lexica, terminological resources,
language models, computational grammars, etc., that are used as reference and/or
ancillary resources in the creation and/or operation of web services
 software, mainly in the form of web services and workflows but also as downloadable tools,
for text mining / language processing objectives.
The first subsection looks into schemas and vocabularies used for the description of resources and
the second subsection considers registries and repositories where resources are stored.

2.1 Description of resources
The following section presents popular metadata schemas, application profiles, vocabularies and
mechanisms that are used in the description and exchange of content and web services relevant
to the project.
As can be seen from the overview below, there exists a wide range of metadata schemas and
profiles used for the description of resources (both content and software). This variety is, to a
great extent, due to the divergent needs and requirements of the communities for which they are
developed. Thus, schemas for publications originally come from publishers, librarians and
archivists, while schemas for language/knowledge resources come from researchers. Initially,
these mainly came from researchers involved in language research, as well as those working on
language-related activities. Even closely related communities in the humanities have proposed
different schemas. Currently, we also witness the crossing of the various communities as the objects
of their interest expand to those of the other communities, e.g., in order to link publications and
the datasets described in them.
Differences between the schemas are attested at various levels such as:
 types of information (e.g., identification, resource typing, provenance, classification, licensing,
etc.) covered by the schema
 the granularity of the schema, ranging from detailed schemas to very general descriptions,
including more or less mandatory and recommended description elements
 degree of freedom allowed for particular elements (e.g., use of free text statements vs.
recommended values vs. entirely controlled vocabularies)
 use of alternative names for the same element(s).
All of the above features, especially the degree of granularity and control of the element values,
influence the discoverability of resources and, in consequence, the performance of the TDM
process.
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2.1.1 Metadata schemas & profiles
Metadata can generally be defined as data which is used to describe data. For example,
metadata for scientific articles should include authors' names, date of publication, journal name,
etc. To make this information exchangeable we use metadata schemas, which define common
encoding formats. This section presents the most common metadata schemas and profiles used for
the description of resources (content and services). They are presented without any particular
qualitative or quantitative criteria, starting from the more general ones (for all kinds of digital
resources) to the more specific ones (publications, language resources, web services). These are
enumerated in Table 1 and further described afterwards.
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Table 1. Comparison of metadata schemata and profiles.

Name

Status

Domain

Schema type

DC/DCMI1

Last update June 2012 Generic

metadata schema

OLAC2

Last update May
2008

Language Resources
and Services

application profile

TEI3

Actively Maintained

Documents

metadata schema

JATS4

Actively Maintained

Journal Articles

metadata schema

OpenAire5

Actively Maintained

Literature Repositories,
Data Archives, Current
Research Information
Systems

application profile

RIOXX6

Final Release

Open Access

application profile

Publications
DataCite7

Actively Maintained

Research Data

metadata schema

and Publications
CrossRef8

Actively Maintained

Research Data

metadata schema

and Publications
CERIF9

Actively Maintained

Research Information

metadata schema

DCAT10

Last update January
2014

Data Catalogues

vocabulary

CKAN11

Actively Maintained

Generic

metadata schema

CMDI12

Actively Maintained

Generic

infrastructure for
metadata profiles

META-SHARE13

Actively Maintained

Language Resources

metadata schema

LRE Map14

Updated at each LREC
(biennial)

Language Resources

metadata schema

ALVEO15

Actively Maintained

Collections, items,
documents

metadata schema

UIMA/GATE
descriptors16

Actively Maintained

Workflow Components

metadata schema

Maven Metadata /
Maven Nexus Indexer17

Actively Maintained

Software

profile

Docker18

Actively Maintained

Software

metadata schema

SWSF19

Last update
September 2005

Web Services

metadata framework
(vocabulary)
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DUBLIN CORE (DC) / DUBLIN CORE METADATA INITIATIVE (DCMI)
The Dublin Core Metadata Elements Set, usually referred to as "DC", consists of 15 basic
elements (properties) which are generic enough to be used for describing any kind of digital
resource. It forms part of a larger set of metadata vocabularies and technical specifications
maintained by the DCMI.
The DCMI Metadata Terms ("DCMI-TERMS") is the full set of metadata vocabularies, including a
vocabulary for classifying resources (the DCMI-TYPE), vocabulary encoding schemes and syntax
encoding schemes. The terms in DCMI vocabularies are intended to be used in combination with
terms from other compatible vocabularies, in the context of application profiles and on the basis
of the DCMI Abstract Model (DCAM).
DCMI-TERMS is the most widespread metadata vocabulary for describing digital resources, given
that all metadata schemas are mapped to DC elements for exchange purposes. However, it has
often been criticised as too minimal for expressing more elaborate descriptions as required by
specific communities. This defect is often remedied through the use of extensions and qualified
elements compatible with the DCMI specifications.
OPEN LANGUAGE ARCHIVES COMMUNITY (OLAC)
The OLAC metadata schema is meant for describing language resources and providing
associated services (cf. the OAI protocols for harvesting). It is based on the DC qualified
metadata set with recommended extensions for specific elements linguistically-relevant (e.g.,
language, discourse-type) and/or as applied in activities related to language resources (e.g., for
participant role the recommended vocabulary includes types of roles associated with the
development of language resources); user extensions are also allowed if they conform to the
OLAC specifications.
Due to wide use of the harvesting protocol, the OLAC metadata schema is widespread in the
communities targeted by OpenMinTeD.
TEXT ENCODING INITIATIVE (TEI)
The Text Encoding Initiative (TEI) consortium has developed a "standard for the representation of
texts in digital form", currently the most widely used format in the area of humanities. The TEI P5
guidelines (the most recent version of TEI) include recommendations both for the bibliographicstyle description of texts and text collections (external metadata in the form of "headers" – a
notion that has influenced other metadata standards also) as well as for the representation of the
internal structure of the texts themselves (form and content) and their annotations.
The TEI header is of most relevance in the context of this section. It consists of a large set of
metadata elements organized into five components; a minimal and a recommended level of
encoding for the bibliographic information is also included in the guidelines. The TEI header is
commonly used for text corpora (also as a base for the CES/XCES header).
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JOURNAL ARTICLE TAG SUITE (JATS)
JATS is a suite of metadata schemas for publications (journal articles mainly but not only); it is an
application of NISO Z39.96-2012, which defines a set of XML elements and attributes for
tagging journal articles and describes three article models: Journal archiving and interchange,
Journal publishing and Article authoring. There is also an extension, namely the Book Interchange
Tag Suite (BITS) which caters for the exchange of book content between publishers and archives.
The tags cover both external metadata and internal ones (i.e., referring to the textual content of
the publication).
OPENAIRE
OpenAIRE harvests from various types of sources (repositories of scholarly publications in oai_dc
format, data archives in datacite format, CRIS in CERIF-XML format). The current versions of the
OpenAIRE Guidelines rely on the 'info:eu-repo' vocabularies and encoding schemes to be used in
specific metadata elements. They are subject to revision. The processed metadata are reexposed in a unified OpenAIRE format20. In addition, publishing these metadata as LOD is work
in progress and available in 2016.
RIOXX
Metadata schema for publications for the UK open access repositories; it includes DC elements
and also references/refinements of other vocabularies (e.g., JAVR); mapping to the OpenAIRE
schema is provided.
DATACITE
The DataCite metadata schema is meant to describe research data from the perspective of
citation purposes. The schema includes a set of obligatory, recommended and optional elements
and specifications for the use of controlled vocabularies for some of these elements. A detailed
set of relations between versions of the research data is included in these specifications. Although
it intends to cover all types of research data, it is more tuned to publications.
An important feature of DataCite is the assignment of PIDs in the form of DOIs and the principles
according to which these are assigned.
CROSSREF
CrossRef is an ID registry for scholarly publications, including research datasets; IDs are assigned
in the form of DOIs and are used for citation and attribution purposes. The metadata schema
includes basic bibliographic information.
COMMON EUROPEAN RESEARCH INFORMATION FORMAT (CERIF)
Data model and supporting tools catering for the description of research information, e.g.,
researchers, research organisations and research products (such as publications and datasets).
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The current version is compatible with the OpenAIRE guidelines thus enabling the harvesting of
metadata from CRIS (Current Research Information Systems).
DATA CATALOG VOCABULARY (DCAT)
DCAT is an RDF vocabulary designed to facilitate interoperability between data catalogues
published on the web.
The schema caters for the description of catalogues, catalogue records as well as datasets
included in the catalogues and their distributions, i.e., any accessible form of the dataset (e.g., as
downloadable file, as web service that provides the data, etc.). To cater for the particular needs
of the European public sector, a dedicated profile has been created, namely the DCAT
Application profile for data portals in Europe (DCAT-AP).
It is extensively used for government data catalogues and also growing popular in the wider
Linked Data community.
CKAN
CKAN is an open source data management system, very popular among open data communities.
Its backbone consists of a limited but useful set of metadata elements generic enough to describe
all types of datasets, including title, description, format(s) and licensing.
CLARIN COMPONENT METADATA INFRASTRUCTURE (CMDI)
The CLARIN (Common Language Resources and Technology Infrastructure) Research Infrastructure
targets scholars from various Social Sciences and Humanities communities; to accommodate their
needs and promote interoperability between their resources, it has endorsed a flexible
mechanism for creating, storing and using various metadata schemas, the CMDI.
From the theoretical point of view, the CMDI builds upon the notions of component and profile.
Components group together semantically associated metadata elements and act as building
blocks for describing resources (e.g., a communication component will include email, address,
phone information etc.); profiles are ready-made templates consisting of components and
elements which can be used for the description of specific resource types (e.g., a profile for
poems or for corpora used by linguists). CLARIN groups are encouraged to re-use components and
profiles that have already been created by other groups (especially the recommended ones)
instead of creating new ones. Semantic interoperability among the various components and
profiles is achieved through the linking of the metadata elements (concepts) via the CLARIN
Concept Registry.
From the technical point of view, the CMDI is powered by the Component Registry, which is the
shared registry for metadata profiles and components and the CLARIN Concept Registry for the
documentation and linking of concepts. The Component Registry currently hosts 182 profiles but
there is no data to indicate their usage.
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META-SHARE
The META-SHARE metadata schema is used by the META-SHARE infrastructure to describe all
kinds of language resources (mainly of interest to the Language Technology community), including
datasets (e.g., corpora, ontologies, computational lexica, grammars, language models etc.) and
language processing tools/services (e.g., parsers, annotators, term extractors, etc.). Following the
recommendations of CMDI, the schema is organised in the form of components, describing the full
lifecycle of a language resource, from its production to its usage. A subset of the metadata
components is common to all resource types (containing administrative information, e.g., contact
points, identification details, versioning etc.) while metadata referring to technical information
(e.g., text format, size and language for corpora, requirements for the input and output of
tools/services, etc.) are specific to each resource type.
The META-SHARE schema is implemented as an XML Schema Definition (XSD). There is also a
CMDI-compatible version (included as four separate profiles in the CLARIN Component Registry)
and an RDF/OWL version (work in progress, done in collaboration with the ld4lt group).
LRE MAP
The metadata schema that is used for the LRE map, which is populated directly by authors who
submit their publications to the LRE Conferences, intends to cover mainly language resources,
including datasets and software tools and services. It is minimal, i.e., includes a limited set of
elements, most of which are filled in with free text statements; post-monitoring assists in the
normalisation of the user-provided values.
ALVEO
The ALVEO infrastructure collates the stored data into three levels, namely collections, items
(equivalent to a record for a single communication event) and documents; each level is associated
with a particular set of metadata. The entire metadata set is based upon the different metadata
sets which are provided by the different sources; these are mapped to a common as-far-as
possible vocabulary of metadata elements, exploiting the DC and OLAC schemas where feasible.
UIMA COMPONENT DESCRIPTOR / GATE DESCRIPTORS
UIMA and GATE provide their own metadata schemes and formats to describe processing
resources, their input/output capabilities, resources used for processing, etc. The information is
mainly focussed on aspects required during the composition and execution of a pipeline.
Versioning (and dependencies) are less relevant.
MAVEN METADATA / MAVEN NEXUS INDEXER
Maven describes various important metadata about software including ID (groupId, artifactId),
version, human readable name, description, licences, dependencies, authors, and much more.
Maven is widely used for distributing and obtaining software and libraries based on the Java
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platform. The Maven repository ecosystem is also exploited by many other build systems (Ivy,
Gradle, sbt, etc.) and languages (Scala, Groovy, Jython, etc.).
The Maven Nexus Indexer metadata captures all the metadata of Maven artefacts in a Maven
repository. A repository (e.g., a mirror or proxy) or a client (e.g., an IDE) can download this
metadata to facilitate search through the originating repositories' contents. An update mechanism
is supported as well such that it is not always necessary to download the full index.
DOCKER
Docker is a recent technology for building and distributing Linux software images and running
them in virtual containers (see section 5.2.5). Like Maven, Docker uses repositories to publish
images. In fact, some repository software systems that support Maven also support Docker (e.g.,
Artifactory). While Maven builds on the Java platform, Docker builds on Linux. Thus, Docker is
theoretically also suitable for packaging otherwise difficult-to-deploy software like Python setups
or native Linux programs in a "portable" fashion. Docker images can depend on each other and
can be composed such that, e.g., an image for a specific TDM tool contains only the tool and
depends on other images that provide, e.g., the base operating system and a Python interpreter.
SEMANTIC WEB SERVICES FRAMEWORK (SWSF)

The SWSF intends to cover the description of web services for the Semantic Web; it includes two
major components:
1. the Semantic Web Services Language (SWSL), which is used to specify formal

characterizations of Web service concepts and descriptions of individual services, and
2. the Semantic Web Services Ontology that presents a conceptual model by which Web

services can be described, and an axiomatization, or formal characterization, of that
model.

Harvesting protocols
To ensure interoperability between content repositories and archives, harvesting protocols are
widely used. They are based on metadata exchange, which is accomplished by data providers
exposing their metadata records according to a pre-defined structure and service providers
harvesting these metadata. The most popular are:
 OAI-PMH21 is a protocol designed by Open Archive Initiative (OAI) used for retrieving and
aggregating (import/export) bibliographic metadata from archives to build services using
contents of many archives. The providers are required to offer metadata in Dublin Core
format, but other formats are also allowed.
 OAI-ORE22 is a standard, also designed by OAI, used for description of aggregations of web
resources. These aggregations may include resources with different media types for enriching
content served to applications.
 ResourceSync 23 is a general protocol for synchronising content (not necessarily metadata)
between environments (e.g. client and server).
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2.1.2 Vocabularies and ontologies for describing specific information types
Metadata schemas are not enough for comprehensive description of resources, as we also need
to know what particular fields mean. For example, metadata schema for scientific articles may
include a field called “author”, but this raises several questions: Is every author a person? How do
we uniquely identify a person?, How to encode his/her academic title?, etc. However, when we
associate the field with a particular element in a vocabulary or ontology, we can refer to it in
case of doubt.
The resources in Table 2, mainly controlled vocabularies, authority lists and ontologies, are
presented insofar as they are widely used and/or can be used for improving existing schemas in
recording information considered valuable for the project's objectives.
Table 2. Comparison of vocabularies and ontologies for information types.
Title

Description

PROV Ontology (PROV-O)24

Ontology for declaring provenance information; implemented in OWL 2.0

Semantic Web for Research
Communities (swrc)25

Ontology for modeling entities of research communities such as persons,
organizations, publications (bibliographic metadata) and their relationships.

Bibliographic Ontology (bibo)26

Creative Commons Rights
Expression Language (CC-REL)28

Ontology for bibliographic information in RDF/XML format
Convention for representing bibliographic metadata in JSON; it makes it easy to
share and use bibliographic metadata online.
The Creative Commons vocabulary for expressing licensing information in RDF and
the formal ways licensing may be attached to resources.

Open Digital Rights Language
(ODRL)29

ODRL is a Rights Expression Language providing mechanisms to describe
distribution and licensing information of digital content.

Software Package Data Exchange
(SPDX)30

SPDX is a metadata specification in RDF for the machine readable description of
software packages with respect to their copyright status and licenses.

Dewey Decimal Classification
(DDC)31

Library classification scheme, also widely used for the classification of documents.

Universal Decimal Classification
(UDC)32

Classification system widely used in libraries, bibliographic, documentation and
information services.

Library of Congress Subject
Headings (LCSH)33
EuroVoc34

The classification system used for classifying material in the Library of Congress,
which has spread to other libraries and organizations as well.
Multilingual, multidisciplinary thesaurus covering the activities of the EU (in
particular the European Parliament); it is extensively used for the classification of
EU publications and, in general, public sector administrative documents.

Medical Subject Headings
(MESH)35

Controlled vocabulary for classification relevant to the medical domain.

BibJSON27

EDAM (EMBRACE Data and
Methods) ontology36
CASRAI dictionary37

Ontology of well established, familiar concepts that are prevalent within
bioinformatics, including types of data and data identifiers, data formats,
operations and topics.
Dictionary on research output types

COAR Resource Type
Vocabulary38

Controlled Vocabulary for types of digital resources, such as publications, research
data, audio and video objects, etc.; the vocabulary is implemented in SKOS.
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2.1.3 Mechanisms used for the identification of resources
This subsection presents mechanisms used for the identification of resources. This constitutes an
important point in the discovery of resources, as it facilitates deduplication, versioning and the
relation between resources (e.g., raw and annotated text, scholarly articles before and after
review, corrected or enriched versions of a lexicon, etc.).
The way resource IDs will be used in the project is important, as it can be used to link but also
differentiate between the processed versions in a workflow as well as to identify parts of
resources when used together, for instance, to create a collection or (in the case of web services)
to form a workflow. Thus, it will be discussed also with other WGs.
Here, we present the main mechanisms used for assigning Persistent Identifiers (PIDs). The
assignment of unique PIDs allows not only to refer to a resource unambiguously, but also to refer
to it throughout time, even when resources are moved between different locations (URLs). The most
popular PID systems that are already used for the resources the project targets are:
 URIs (Uniform Resource Identifiers), either in the form of URLs (Uniform Resource Locators) or
URNs (Uniform Resource Names)
 Handle PIDs, which are abstract IDs assigned to a resource in accordance to the Handle
schema (which is based on RFC); resource owners have to register their resources to a PID
service, get the ID and add it to the description of the resource; a PID resolver (included in the
system) redirects the end users to the location where the resource resides
 DOIs (Digital Object Identifiers): serial IDs used to uniquely identify digital resources; widely
used for electronic documents, such as digitally published journal articles; it is based on the
Handle system and it can be accompanied with its own metadata. As with Handle PIDs the
resource owner adds the DOI to the description of the resource.
2.1.4 Summary
We have seen that the world of metadata and resource descriptors is wide and varied. For the
OpenMinTeD project to begin to address interoperability in this area we must take account of the
following points:
 Dublin Core is a very wide-spread metadata schema, which is best suited to resource
description in the general domain.
 If domain-specific metadata is required then an appropriate schema should be selected
(Table 1).
 If possible, an existing general metadata schema should be used to ensure compatibility with
existing resources.
 If a new metadata schema is required (e.g. for a new domain) then an existing metadata
schema should be extended to maximize the level of compatibility between the existing
resources and the new resource.
 It may also be necessary to incorporate an ontology (Table 2) to help define the specific
meanings of metadata fields.
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The choice of ontology should depend upon the domain and the user's needs.

2.2 Registries/Repositories of resources
This section describes the online "places" where resources can be discovered. Some have also
been presented in 2.1, from a different angle, i.e., the schema adopted/recommended for the
description of resources they host, especially when this is used widely by a variety of resource
providers. Below we give a brief description of each resource. The resources are organised into
six categories:
1. Web Service Registries: online registries of web services that (at least partially) concern text

processing. For each of them, we provide a number of available services, accessibility,
supported standards, status, domain and market share (where possible and applicable). We
also include references, when available.
2. Aggregators of Scholarly Publications: scholarly publications can be accessed through a

wide range of sites and portals, e.g. publishers' sites, project sites, institutional and thematic
repositories, etc. We outline only widespread repositories that aggregate content from other
sources, mainly open access publications, given that they can function as central points of
access.
3. Repositories, Registries & Catalogues of Language Resources: catalogues that contain

descriptions of static resources that can be downloaded, such as corpora, dictionaries, lexicons
or dictionaries. We include both catalogues that only contain descriptions of resources
available elsewhere and repositories, actually storing the data.
4. Repositories & Registries of Services and Resources: repositories that do not concentrate on

services or resources only, but contain both types of items in a single interface. They are
enumerated with the same set of attributes as previous resources.
5. Language Specific Repositories: most of the repositories mentioned so far are multi-

language, but a vast majority of content concerns only English. As other languages are also
areas of active research, for some of them there exist separate resource repositories.
6. Platforms / Infrastructures Integrating Language Resources & Services: the final set of

resources presents platforms / infrastructures that focus on the interaction between language
resources and text processing services, i.e., enable running of web services either on data
included in the platform or uploaded by the user. They target users with low expertise in
technology and try to provide ready-made solutions for processing data rather than
discovering resources. The interest for OpenMinTeD lies in the ways interoperability between
resources and services is accomplished.
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Table 3. Web Service Registries.

Title

Records

Accessibility

BioCatalogue39

1186

open access/use
and open
registration

BiodiversityCat
alogue40

61

AnnoMarket41

60

open access/use
and open
registration
paid for (customers
can pay to use any
service, third
parties can upload
their own services
and data to sell)

Status

Domain

running (API and
engine remain in
Beta stage and
haven’t been
updated since
2010)
running

closed (life
sciences)

SOAP,
REST

closed
(biodiversit
y)
open

SOAP,
REST

running (Beta see description)

Supports

REST

Table 4. Aggregators of Scholarly Publications.

Title

Available records

OpenAIRE42

over 13,000,000
publications &
11,000 datasets

Connecting
Repositories
(CoRe)43

over 25,000,000
open access
articles

Bielefeld
over 80,000,000
Academic
documents from
Search Engine over 3,000 sources
(BASE)44

Public

Accessibility
open access; repositories
must be registered
following a procedure if
they are compatible with
the OpenAIRE guidelines
open access; only
repositories offering Open
Access publications are
harvested, as identified
through the OpenDOAR
registry of repositories
open access

Status

Domain

running

open

running

open

active

open
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Table 5. Repositories, registries & catalogues of language resources.

Title

Available
records

ELRA Catalogue of
Language
Resources45

1137

LDC catalogue46

over 900
resources

VEST Registry47

118

AgroPortal48

35

BioPortal49

576

Public

Accessibility
open browse; access to
resources free or on fee,
depending on the
resource; restricted
registration
open browse; access to
resources depending on
resource; restricted
registration
open (anyone can browse
resources and ask
for registering his own)
open (anyone can browse
resources and register his
own)
open (anyone can browse
resources and register his
own)

Status

Domain

running

language
technology

running

language
technology

running

agriculture,
food,
environment
agriculture,
environment

starting

running

biology, health
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Table 6. Repositories & registries of services and resources.

Title
METASHARE50

CLARIN Virtual
Language
Observatory
(VLO)51
LRE Map52

ZENODO53

datahub54

Public

Available records

Accessibility

more than
2,600

restricted (anyone
can access but
addition of new
resources requires
registering as a
META-SHARE
member)
863,285 (items restricted (anyone
include whole
can browse and
datasets as well access resources but
as single files
records are harvested
contained in the from specific sources)
datasets)
3985
closed (no option to
add own resources)

over 18,000
publications,
papers, etc.,
1650 datasets
and 5,300 s/w
resources
10,630
datasets

open (anyone can
browse resources and
register his own)

open (anyone can
browse resources and
register his own)

Status

Domain

running
(continuous
additions of
resources and
new nodes)

open, but mainly
language
technology

running

mainly Social
Sciences and
Humanities

abandoned (no
new services
since 2012,
since it is
updated
through the
submission of
papers at LRE
conferences)
running

language
technology

running

open

open (research)
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Table 7. Language Specific Repositories.

Title

Available
records

Accessibility

restricted
(anyone can
access but
adding new
services is not
possible via the
web interface)
IULA-UPF CLARIN over 300
open access but
Competence
uploading of
Center56
records
restricted to
IULA resources
57
ORTOLANG
19 corpora, 4 open access to
lexica, 7 tools all
CLIP55

178

CLARIN national
repositories58

open access but
registry of new
resources as
decided by
each centre

META-SHARE
national nodes59

open access but
restricted
registry to
members

Public

Status

Domain

active (new
items added
constantly)

open use;
closed
registry

Language

Polish

open

Spanish

active (open open
in 2015, new
items added
constantly)
active
open,
mainly
catering
for Social
Sciences
and
Humanities
active
open but
mainly
Language
Technology

French

European
languages
mainly

European
languages
mainly
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Table 8. Platforms/Infrastructures integrating language resources & services.

Title
ALVEO60

Language
Grid61

LAPPS Grid62

QT2163

Available
records

Accessibility

open use of services;
uploading of services
locked
142 services
open use of services for
non-profit and research;
uploading of services
for members
45 language
open use of services;
processing &
uploading of services
analyzing data locked
services
open browsing and use
of services, restricted
registry

Status

Domain

running

open

running

open

running; web
services under
active
development
beta

open

open

BIOCATALOGUE
BioCatalogue is a registry of web services performing tasks within the domain of life sciences. It
lets users register, browse services, gather favorites, improve their descriptions and so on. The
services added to the registry are catalogued, included in a search engine and monitored. Some
of the services perform text processing tasks; BioCatalogue is also integrated with Taverna and
myExperiment.
BIODIVERSITYCATALOGUE
BioDiversityCatalogue is a registry based on BioCatalogue, focusing on services in the area of
biodiversity. It provides the same functions as BioCatalogue, but contains far fewer services.
ANNOMARKET
AnnoMarket.com is an online marketplace for text analytics services. Users can buy and sell
GATE based text processing services on a pay-per-use basis, together with data. Services may
be accessed via a web front end, or via a REST API. Annomarket provides account management,
authentication, and job monitoring. The underlying platform is Amazon EC, and can therefore
scale to handle terabytes of data. Annomarket functionality is being transferred to a research
only service, GATECloud, and a commercial service, S4.
OPENAIRE
OpenAIRE aims to bring together and link publications and research data. It has been created
and continues to be supported by the EU through successive research projects in order to improve
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the discoverability and reusability of research publications and data. Currently, OpenAIRE
harvests from over 700 data sources that span over 6,000 repositories and Open Access
journals.
CONNECTING REPOSITORIES (CORE)
The mission of CORE (COnnecting REpositories) is to aggregate all open access research outputs
from repositories and journals worldwide and make them available to the public. In this way,
CORE facilitates free unrestricted access to research for all. CORE harvests openly accessible
content available according to the definition.
BIELEFELD ACADEMIC SEARCH ENGINE (BASE)
BASE harvests all kinds of academically relevant material from content sources which use OAIPMH. It collects, normalizes, and indexes these data, enabling users to search and access full
texts of articles.
ELRA CATALOGUE OF LANGUAGE RESOURCES
The ELRA Catalogue of Language Resources hosts descriptions of various resources, including
spoken resources, written resources (corpora and lexica), terminological resources and
multimedia/multimodal resources. Most of these are distributed via ELDA on a fee basis, although
free resources are also available. ELRA also hosts the Universal Catalogue 64 , which is a
repository comprising information regarding Language Resources identified al over the world,
either by the ELRA team or registered by users.
LDC CATALOGUE
The Linguistic Data Consortium (LDC) is an open consortium of universities, libraries, corporations
and government research laboratories in the US hosting, among other language resource related
activities, a repository and distribution point for language resources.
VEST REGISTRY
VEST Registry is maintained by the UN-FAO to serve as the reference directory of vocabularies,
metadata standards and tools that can help manage information on agriculture. Each resource is
described regarding type, content, domain, format, history of creation, contact, links to other
vocabularies and how it is used. Descriptions are available in different languages.
AGROPORTAL
AgroPortal is a repository of vocabularies in agriculture including ontologies (OBO and OWL)
and thesauri (SKOS) published according to Semantic Web principles. The repository builds on
the BioPortal framework, comes with search, discovery, recommendation, mapping and
annotation functionalities.
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BIOPORTAL
BioPortal is a repository for accessing and sharing biomedical ontologies (OBO, OWL and UMLS)
and more recently thesauri (SKOS) published according to Semantic Web principles. The
repository comes with search, discovery, recommendation, mapping and annotation
functionalities.
META-SHARE
META-SHARE is a multi-layer distributed infrastructure for sharing language data and related
tools. It consists of Managing Nodes, which maintain and operate the central inventory of all
resources available through the META-SHARE network, created on the basis of the metadata
records which are harvested from all Other Nodes of the network. Resources are stored in the
META-SHARE repositories and described by features like availability, license, contact person,
data format, size or tools used to create it (cf. META-SHARE metadata schema above). METASHARE was developed within the META-NET network of excellence. It currently consists of 30
repositories.
CLARIN - VIRTUAL LANGUAGE OBSERVATORY (VLO)
The VLO exposes CMDI-compatible metadata records harvested from the CLARIN registered
centres (cf. Centre Registry) and other sources using the OAI-PMH protocol. Resources include
single text files, corpora (raw and annotated), images, videos, lexica, vocabularies,
bibliographies, web services and tools, etc.
LRE MAP
LRE Map has been established at the LREC 2010 conference to gather information about existing
and newly-created resources mentioned in scientific publications of language technology related
conferences. Available description fields include: conference name, year, type, availability,
modality, languages, type, license and URL. No description or download options are available
via LRE Map — a user needs to direct to a resource’s website to get more information. The LRE
map is populated mainly through the submission of papers at LREC, COLING, RANLP, EMNLP and
other conferences.
ZENODO
Repository where individual researchers (or research communities) can upload and describe any
kind of research output, from any discipline, in any format and size. There is a very limited set of
metadata elements for their description (given the wide variety of resource types targeted). All
uploads get a DOI and are stored in a cloud infrastructure.
DATAHUB
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datahub is the free, powerful data management platform from the Open Knowledge Foundation.
It is open to all individuals that wish to upload their datasets, with a limited set of metadata
elements powered by the CKAN editor.

CLARIN NATIONAL REPOSITORIES
In the framework of the European CLARIN Research Infrastructure, a number of national
repositories for language resources (datasets and tools/services) have been built or are in the
process of being built or certified; the full list of certified centres (operating the repositories) is
found at the CLARIN website 65 , as well as the list of CLARIN national consortia 66 . The
repositories of each country focus on the language(s) spoken in it. Some of the repositories that
present particular interesting features are described in this section as separate entities. Certified
centres allow harvesting of their metadata to the CLARIN Virtual Language Observatory.
META-SHARE NATIONAL NODES
Around the META-NET project, three satellite projects have evolved for the creation of METASHARE nodes that would focus on national languages. The three projects and corresponding
partners that have created these nodes are:
 CESAR (CEntral and South-eAst european Resources)67
 META-NORD68
 META-NET4U69
CLIP
CLIP (Computational Linguistics in Poland) is a web portal maintained by the Institute of Computer
Science in Warsaw, aiming at containing exhaustive information about resources and services
developed for Polish text processing. It includes corpora of different kinds, dictionaries, tools for
morphological and syntactic analysis, links to online services and much more.
IULA-UPF CLARIN COMPETENCE CENTER
The catalogue provides information in all areas of eHumanties, listing content resources (corpora,
lexica as well as publications), language technology tools and research projects. It is possible to
navigate all types of resources using the same query terms, since they are all linked together
(e.g., find publications and datasets of the same authors, web services and the projects they were
funded by, publications and web services relevant to a specific topic, etc.). It has been
implemented following the philosophy of Linked Open Data (LOD), which makes it possible to
query and link materials from different sources, both internal and external, such as DBpedia,
VIAF (The Virtual International Authority File), BBPL and ISOCAT. The metadata model is based
on the LOD version of the META-SHARE schema.
ORTOLANG
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ORTOLANG (Outils et Ressources pour un Traitement Optimisé de la LANGue) is a web portal
maintained by a consortium of French Public Institutes, aiming at offering a network infrastructure
including a repository of French language data (corpora, lexicons, dictionaries etc.) and readily
available, well-documented tools for its processing. It includes corpora of different kinds,
dictionaries, tools for morphological and syntactic analysis. It also provides registered users a
workspace to improve their vocabularies. ORTOLANG is expected to become the French node of
CLARIN.
Platforms/Infrastructures integrating language resources and services
The following subsection presents platforms / infrastructures that focus on the interaction between
language resources and text processing services, i.e. those that enable the running of web
services either on data included in the platform or uploaded by the user. They target users with
low expertise in technology and try to provide ready-made solutions for processing data rather
than discovering resources. The interest for OpenMinTeD lies in the ways interoperability
between resources and services is accomplished.
ALVEO
Alveo is a web-based data discovery application for examining collections of human
communication data. It combines the Alveo Data Collections, which are aggregated from other
sources and configured for quick searching; access to them depends on the license of the original
material. The data can be further analyzed by web services using the Galaxy Workflow Engine,
the NeCTAR Research Cloud, the R statistical package or any other preferred tool or platform.
The Galaxy Workflow Engine provides Alveo users with a user-friendly interface to run a range
of text, audio and video analysis tools. Workflows defining a sequence of steps in an analysis
can be created and then shared with other researchers. Interfaces are provided to the UIMA
Java framework, Python and NLTK and the Emu/R environment. Annotations are stored using RDF
following a model based on the ISO LAF standard and the API makes use of an emerging
standard for annotation interchange based on JSON-LD.
LANGUAGE GRID
Language Grid is an online multilingual service platform which enables easy registration and
sharing of language services such as online dictionaries, bilingual corpora, and machine
translators.
LAPPS GRID
The LAPPS Grid is a “meta-platform” through which users can combine previously incompatible
tools, workflows, and other NLP components to create customized applications that best suit their
needs. It enables the direct running of integrated web services and user-created workflows on
the MARC and Gigaword corpora as well as on data uploaded by the user. The services are
available through the website70. Interoperability between different annotation layers of the
data resources is accomplished through LIF (Linguistic Interchange Format).
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QT21
The QT21 repository builds upon the META-SHARE infrastructure71 and provides all support
mechanisms for identification, acquisition, documentation, sharing, search and retrieval of machine
translation related data sets and language processing tools, and/or their metadata-based
descriptions. It empowers the automatic processing of datasets with matching language
processing web services.
Summary
Repositories are essential for both the storage and access of content, services and other relevant
TDM resources. Interoperability in this area is a key goal of OpenMinTeD in order to best
facilitate the discovery of a researcher's knowledge. The project considers the following key
points as we continue to develop deeper interoperability in this area.
 There are multiple locations in which a resource may be stored and accessed (Tables 4-9).
 Metadata is not consistent across these locations and there is very little exchange of
information between them.
 Some repositories focus on either web services or scholarly content, whereas others provide
both.
 Some repositories are language specific and intend to help researchers working in a specific
language.
 Currently, a user must search in many locations to discover relevant resources.
 Many repositories are updated frequently, meaning a user must check back often to find the
latest content.
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3. Tools and Services
In this section, we will look at tools and services which are available for TDM. In a typical TDM
use case, a researcher is not necessarily a skilled programmer. They may come from one of many
fields which experiences high publication volume and hence the need for TDM. In contrast, the
researcher may be skilled in computer science, but not have the time to build their own TDM
system from the ground up. Even if the researcher does have the time and expertise to build their
own system, they may wish to draw upon modules and services which others have produced as an
output of their research. All of these cases can be resolved through the development of TDM tools
and services, of which many already exist.
We have divided the TDM tools and services into the following three categories:
1. Systems which are built specifically for text mining purposes. These systems typically

contain large repositories of algorithmic modules which can be linked together to create a
workflow (sometimes referred to as a pipeline) of operations.
2. Systems which are built for the creation and open sharing of scientific workflows. Although
these systems are not built directly with TDM in mind, they can easily be used for TDM
purposes.
3. Annotation editors, that are essential tools in TDM where annotated data is vital for the
input and output of tools.
Authentication and authorization is an important aspect of the tools and services that we are
concerned with. This is discussed in Section 5.2.3.

3.1 Text mining component collections and workflow engines
Almost all text mining applications are formulated as a workflow of operational modules. Each
module performs a specific task on the text and when it is finished, the next module begins. Some
modules may be found commonly across pipelines (file lookup, sentence splitting, parsing),
whereas other modules may be less common, or even built specifically for the task at hand. A text
mining workflow defines a common structure for these modules and facilitates the creation of a
pipeline of existing modules as well as helping with the integration of new modules. Table 10
gives a comparison of workflow editors, which are described in further detail below.
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Table 9. Comparison of component collections and workflow engines.

Name

Implementatio
n

Open Source License

Status /
Repo

Last release

Alvis72

Java

in transition to Apache
Software License 2.0

active73

0.4

Apache Software License
2.0

active75

Apache Software License
2.0

active77

Apache Software License
2.0

active79

Closed source /
Webservice

active
no public
repository

not publicly
released/versione
d

Apache Software License
2.0

active82

1.0.1

BSD 2-clause

active84

Apache cTAKES74
Apache OpenNLP76
Apache UIMA78
Argo80

Bluima81
ClearTK83

Java / UIMA
Java
Java
Java / UIMA

Java / UIMA
Java / UIMA

2014-02-25
3.2.2
2015-05-30
1.6.0
2015-07-13
2.8.1
2015-08-11

2015-05-11
2.0.0
2014-05-07

DKPro Core85
GATE Embedded87

Java / UIMA
Java

Apache Software License
2.0 / partially GPL

active86

LGPL

active88

1.7.0
2014-12-19
8.1
2015-06-02

Heart of Gold89

Java + Python

GNU Lesser General Public active90
License 2.1

1.5
2008-07-10

JCoRe91

Java / UIMA

LGPL

active92

components
released
individually

NLTK93

Python

Apache Software License
2.0

active94

3.1
2015-10-15

 active - visible activity on a public repository within the last 12 months at the time of writing or
assurance of the developers

ALVIS
AlvisNLP/ML is a pipeline that annotates text documents for the semantic annotation of textual
documents. It integrates Natural Language Processing (NLP) tools for sentence and word
segmentation, named-entity recognition, term analysis, semantic typing and relation extraction.
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These tools rely on resources such as terminologies or ontologies for adaptation to the application
domain. Alvis NLP/ML contains several tools for (semi-)automatic acquisition of these resources,
using Machine Learning (ML) techniques. New components can be easily integrated into the
pipeline. Part of this work has been funded by the European project Alvis95 and the French
project Quaero.96
APACHE CTAKES

The Apache cTAKES project provides a collection of open source Java-based UIMA components
specialized for processing free text from electronic medical records. It was originally developed
at the Mayo Clinic and is currently being used by various institutions internationally.
The components provided by the project include specialized versions of typical NLP tools such as
tokenizers, part-of-speech taggers, etc., but also very specific information extraction components
such as for detecting the smoking status of a patient. Several components are based on Apache
OpenNLP or were adapted from the ClearTK project.
The interoperability between the components is ensured by the cTAKES type system. Another
level of interoperability is provided by the Unified Medical Language System (UMLS) vocabulary
which is used by the project.
APACHE OPENNLP

Apache OpenNLP is a Java-based framework for natural language processing based on
machine learning. The primary ML algorithms used by OpenNLP are maximum entropy and
perceptron. However, recently the framework was extended to support easily plugging in further
algorithms. The OpenNLP project provides some pre-trained models. However, most of these are
trained only on relatively small publicly available corpora and they have a sub-standard quality.
Users are therefore encouraged to train new models from suitable corpora.
The OpenNLP project provides wrappers for the Apache UIMA framework for most of their
components. These wrappers are designed to be type-system agnostic. Annotation types to be
created and features to be filled can be configured through parameters. However, the
parametrization is not flexible enough for use with arbitrary type systems. OpenNLP elements
can be wrapped as components both in UIMA and GATE.
APACHE UIMA

Apache UIMA is the reference implementation of the UIMA OASIS standard designed for dealing
with unstructured information. Core components of UIMA are its data model — the Common
Analysis System (CAS) — and its workflow model. UIMA conceptually aims at fostering the
sharing and reuse of analytics components. However, another core aspect is the scale-out
capabilities provided through the modular design of UIMA. Thus, UIMA can not only be used for
small-scale local analytics, but can also be scaled up to large data and complex analytics using
UIMA-AS, UIMA-DUCC, or similar workflow engines and deployment systems built on top of the
UIMA workflow specification. To use UIMA for a particular kind of analysis, a type system must
first be defined. UIMA analytics components relying on the same type system tend to be
interoperable, however, there is no standard set of commonly used UIMA types.
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There are several additional tools that facilitate usage of UIMA, such as:
 uimaFIT97 is an alternative API to the Apache UIMA framework. It facilitates the programmatic
use of the framework and thus embedding UIMA-based workflows in NLP-enabled
applications as well as automated testing of UIMA-based workflows. The target user group is
programmers working with the UIMA framework. The uimaFIT Maven plugin enables the
creation of UIMA component metadata by extracting and re-using relevant information from
the Maven metadata and Java source code (e.g., names, versions, descriptions, copyright,
input/output capabilities, etc.)
 Distributed UIMA Cluster Computing (DUCC) 98 is a system that automates the scale-out of
UIMA pipelines over computing clusters, while providing cluster administrators with scheduling
and monitoring functionalities of deployed services.
ARGO

Argo is an online workflow editor built on top of the UIMA framework. It is built with the goal of
analyzing and annotating text in a user friendly environment. Argo provides its users with a
library of components, and their own file space which can be used to store data for processing as
well as results. They can also save and share workflows within the Argo framework. Because
Argo is built using UIMA components, its modules can be easily integrated with any other system
that also uses the UIMA framework.
BLUIMA

Bluima is a collection of Java-based UIMA components for the extraction of neuroscientific
content. It builds/uses models created specifically for biomedical NLP (BioNLP) and contains
components like tokenizers and lemmatizers specialized for this domain. The project also offers
tools specific to neuroscience, e.g., a named entity recognizer for neuron or brain region
mentions, and provides readers for several corpora from the neuroscientific domain.
A special feature of Bluima is a simple scripting language to facilitate the building of pipelines
for novice users. Also the CAS store, a MongoDB-based storage facility for annotated documents,
is a specific outcome of Bluima. It is used to manage annotated documents for repetitive use and
incremental updates.
CLEARTK

ClearTK is a collection of components for the Apache UIMA framework developed at the
University of Colorado at Boulder, USA. It is mostly known for its machine learning modules.
ClearTK offers an API for feature extraction and integrates a range of different machine
learning libraries which can be used largely interchangeably. This is rounded off by an
evaluation framework supporting train/test splits, cross-validation, etc.
ClearTK integrates a small set of third-party NLP tools such as ClearNLP, Stanford CoreNLP,
Apache OpenNLP, etc. Finally, it offers an original component for the annotation and extraction
of events, times and temporal relations. Interoperability within ClearTK is based on the ClearTK
type system.
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DKPRO CORE

DKPro Core primarily integrates a wide range of third party NLP tools with the UIMA framework
and makes them interoperable based on the DKPro Core type system. Although the main target
of DKPro Core is programmers, special attention is paid at not only integrating tools but also
facilitating their use. To this end, DKPro Core relies heavily on the simplified UIMA API provided
by uimaFIT and uses the Maven repository infrastructure to distribute software and resources. As
a result, it is not only possible to easily assemble processing pipelines and run them as part of
experiments or embed them in applications, but also to implement pipelines as short standalone
scripts, e.g.,. based on the Groovy or Jython languages. DKPro Core also provides readers and
writers for many different text data formats.
DKPro Core builds extensively on the repository infrastructure provided by the Maven ecosystem.
Maven and UIMA metadata are combined for the discovery and deployment of DKPro Core
components.
GATE EMBEDDED

GATE (General Architecture for Text Engineering) is a Java framework, and a set of associated
tools, used for many natural language processing tasks. The framework (GATE Embedded)
consists of an object library exposed through a small core API, optimized for inclusion in diverse
applications, from simple scripted applications to desktop applications, web services and larger
scale cloud based applications. The GATE object model considers applications to be a sequence
(not necessarily linear) of processing resources, that are applied to language resources — data
such as documents, corpora and ontologies. With one or two exceptions, most of the key
components in the GATE object model have equivalents in the UIMA object model. The biggest
difference between the two models is the way in which type systems are defined. GATE employs
a "typing by convention", in which a type system for sharing data between components is
informally agreed and not always enforced, as opposed to UIMA's "type by contract", in which
the type system is formally defined and enforced. GATE processing resources exist for all NLP
tasks, and wrappers are provided for many popular non-GATE tools. GATE-specific tools include
a finite state transduction language for rapid prototyping and efficient implementation of
shallow analysis methods (JAPE) and tools for the extraction of training instances for machine
learning, tools for evaluation, benchmarking, and OWL and RDF integration. Much of the
functionality of GATE Embedded is available via a desktop development tool, GATE Developer.
Tools are also available for deployment, for example, GATE Wasp for web service deployment,
and GATE Cloud for cloud based deployment.
HEART OF GOLD

Heart of Gold is primarily a middleware architecture for natural language processing
components developed at the DFKI in Saarbrücken, Germany. The project was originally
developed for the integration of various shallow NLP analysis components with the HPSG parser
PET. It relies on Robust Minimal Recursion Semantics (RMRS) and an XML-based standoff
annotation for the data model used to exchange information between different analytics
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components. The open source Heart of Gold software is largely implemented in Java, although
several of the integrated components are implemented in other languages such as C/C++.
Components integrated with Heart of Gold include original components from DFKI such as the
JTok tokenizer or the PET parser, but also third-party components such as LingPipe or
TreeTagger.
JCORE

JCoRe is a collection of components for the Apache UIMA framework provided by JULIE Lab at
the Friedrich-Schiller-Universität Jena’s department of computational linguistics in Germany. It
was one of the first projects to provide a large and detailed UIMA type system. JCoRe provides
a relatively low number of analysis components, often original developments from JULIE Lab, but
also wrappers for third-party tools like Apache OpenNLP. The project has been dormant for
several years, but has recently been reactivated and migrated to GitHub.
NLTK

The Natural Language Toolkit (NLTK) is a Python-based framework for natural language
processing. In integrates a number of NLP tools implemented in Python as part of NLTK and is
able to interface with many other external tools. NLTK was developed from a teaching
background and offers excellent documentation as well as a textbook. The framework does not
offer a principled component-based architecture. Instead, tools are wrapped as Python functions
and the Python language itself is used to compose them into NLP programs.
LINGPIPE

LingPipe is a commercial NLP software offered by alias-i. It is Java-based, open source, and can
be freely used by researchers under the AGPL license. For commercial users, alternative licenses
are available. The package includes components for typical NLP tasks like segmentation or partof-speech tagging, but also for higher-level semantic tasks such as sentiment detection. LingPipe
does not offer a workflow model or a component model. Every component has its own specific
API. Thus, LingPipe is a typical candidate for being wrapped for use with an interoperability
framework such as GATE and UIMA.
STANFORD CORENLP

The CoreNLP package is an aggregation of most of the NLP tools developed by the Stanford
Natural Language Processing Group. It is a Java-based, open source implementation that can be
used by researchers under the GPL license and commercial licensing options are also available.
The package offers a simple and not separately advertised interoperability framework complete
with a data model, type system, and component model. The components cover many NLP tasks
ranging from tokenization to sentiment detection and relation extraction. The package is
probably best known for the Stanford parser, which is actually a collection of many different
parsers based on different algorithms for constituency parsing and dependency parsing.
CoreNLP has been repeatedly wrapped for UIMA and GATE and is part of most component
collections for these frameworks.
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TESLA

TESLA, the Text Engineering Software Laboratory, is a component framework designed for
experimental computational linguistics. It shares several features with other frameworks, but
focusses the use in science, research, and prototyping. Tesla uses an object-oriented annotation
concept, known as the Tesla Role System (TRS) which allows developers to define linguistic roles
by extending two Java interfaces which determine the methods an annotation offers, and the
way such annotations can be retrieved. A Tesla component consumes and produces one or more
roles, allowing to define workflows through compatible Java interfaces only. The major benefit of
the TRS is that developers can use the full coverage of the Java programming language to
specify data structures (including parametrized methods, inheritance, etc.), such that they can
focus on the development of problem-specific algorithms, without the need to consider
framework-related restrictions.
Workflows generated with Tesla are virtual experiments, which can easily be published,
adapted, or modified to tackle related problems. This simplifies the scientific exchange not only
within work groups, but also through specialized online platforms, such as MyExperiment. Tesla
makes use of a client-server architecture: Language resources (such as corpora or dictionaries)
are stored on server-side, where experiments are executed as well. The client consists of several
plugins, which enhance the Eclipse framework with several Tesla-specific views and functions.
These include a graphical experiment editor, views to manage corpora, roles, components and
experiments, and evaluation editors, which provide different visualization mechanisms to analyze
the results of an experiment (highlighted or bracketed text, tables or a word cloud), or to export
the results.
U-COMPARE

U-Compare is the forerunner of the Argo system. It is similarly built using UIMA components and
provides a GUI for the integration of UIMA modules from its own large repository. U-Compare
allows users to easily run modules with similar functions but different implementation to swiftly
compare their functionality. The user need not worry about the compatibility of their modules, as
the UIMA specifications will ensure that modules interoperate. Because U-Compare is built using
UIMA components, the modules from the repository can be easily integrated with any other
system that also uses the UIMA framework.
ILSP NLP TOOLS/SERVICES

The ILSP suite of NLP tools and services mainly consists of a set of Java-based text analysis
modules for the Greek language. The tools are wrapped as UIMA analysis engines and are
based on a custom type system. More specifically, this UIMA tool set includes components for
tokenization, sentence splitting, paragraph detection, POS tagging, lemmatization, dependency
parsing, chunking, named entity recognition, etc. The UIMA AEs are offered either directly as
UIMA Asynchronous Scaleout (UIMA-AS) services or indirectly via SOAP or REST services (via the
QT21 repository). The ILSP NLP suite also includes GATE components based on JAPE rules for
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named entity recognition and Sentiment Analysis (Greek and English). There is also available a
UIMA-GATE bridge for “linking” the Greek UIMA tools to the GATE components.
ILSP WORKLFOW MANAGER

The ILSP Workflow Manager (ILSP-WM) has been used in the QT21 platform and is currently
extended/adapted for CLARIN-EL infrastructure. It exposes a REST API which can be used to call
and execute a specific workflow (e.g. {tokenization -> splitting -> POS tagging}) of an NLP tool
suite. Several suites (for various languages) have been integrated in the workflow manager such
as OpenNLP (English, Portuguese, German), ILSP tools (Greek, English), Heart of Gold tools
(German), Panacea-DCU (English), etc. Each suite offers a set of workflows (e.g., {tokenization ->
splitting -> POS tagging}, {POS tagging -> lemmatization}, etc.) which are modelled as a
directed acyclic graph (DAG). A workflow execution is done by following a path in such a graph,
i.e., by appropriately calling the respective tools. Interoperability between different suites
(Panacea-DCU <-> English OpenNLP) is not supported (in general) but it can be added by
implementing appropriate converters. The ILSP-WM can process resources in various formats
(e.g., XCES, TMX, MOSES, TEXT) and saves the outputs in the format that is used in the requested
tool/suite. Currently, the manager is extended so that it can be used in a Hadoop cluster when
large resources have to be processed. It is written in Java based on Apache Camel framework.
Summary
The software packages mentioned in this section roughly cover five categories and most of the
packages can belong to multiple categories:
1. interoperability frameworks: provide a data exchange model, a component model for

analytics components, a workflow model for creating pipelines, and a workflow engine for
executing pipelines
2. component collections: collections of components based on an interoperability
framework, including analytics components, but also input/output converters
3. type systems: a data interchange vocabulary that enables the interoperability between
components, typically within a single component collection
4. analytics tools: standalone natural language processing tools that are typically not
interoperable with one another and thus wrapped for use within a specific interoperability
framework
5. workbenches: user-oriented tools with a graphical user interface or web interface by which the

user can build and execute analytics pipelines

In some cases, identifying which part of the software relates to which of the above categories is
difficult. For example, in Stanford CoreNLP, which does offer a type system and a workflow
engine, the separation is not as clearly reflected in the system architecture and advertised
separately as in UIMA or GATE.
In terms of interoperability frameworks, the Apache UIMA framework and the GATE framework
appear to be the strongest and most widely used ones in our community.
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Several of the presented software packages are UIMA-based and in principle interoperable at
the level of workflows and data model. In particular, we can infer that the expressiveness and
flexibility of the UIMA data model appears to fulfil the needs of the community. However, each
of the UIMA-based software packages uses its own specific annotation type system. This means
that things that are conceptually the same, e.g., tokens or sentences, have different names and
often different properties and relations to each other. Consequently, the practical
interoperability here is limited.
It is also notable that most of the software is implemented in Java. The Java platform provides
interoperability across most hardware and operating system platforms (e.g., Windows, Linux, OS
X). It also facilitates the interoperability between the different software packages. For example,
Java-based component collections can more easily integrate other Java-based software than,
e.g., software implemented in C/C++ or Python (although that is not impossible).
The list given here is by no means exhaustive (e.g., FreeLing, ClearNLP, mate-tools, and many
others are not discussed), but it is rather representative of the NLP-related workflow engines and
analytics component collections available for research. Most of the listed software is thus entirely
open source software or at least available for researchers to use via web services.
Most of the software presented here is in principle language-independent and only specialized
to a particular language or domain by models, e.g., machine learning classifiers trained for a
specific language or domain, rules created for the extraction of specific information, domainspecific vocabularies and knowledge resources, etc. However, not all languages are in practice
supported equally well. Models and resources for English are available in almost all software
packages, further well-supported languages include German, French, Spanish, Chinese and
Arabic, followed by a long tail of limited support for other languages.
Giving a clear indication of the number of components for data conversion or analysis is thus
difficult. E.g., if one component can be parametrized with three different models for three
different languages, should it be counted three times or only once? Some component collections
offer separate wrappers for individual functions of a tool, e.g., for a tool that combines part-ofspeech tagging and lemmatizing. Other collections only offer a single wrapper offering both
functionalities. Numbers found on the websites of the respective software packages use different
counting strategies for components and are therefore hardly comparable.

3.1 Non-text mining and general-purpose workflow engines
As opposed to a text mining specific workflow, many applications exist for the creation of
general purpose scientific workflows. These systems provide functionality for reimplementing
experiments and for saving, exporting and sharing experimental code which can be easily re-run
by other researchers who are interested in the given experimental results. These systems provide
a means to build multi-step computational analyses akin to a recipe. They typically provide a
workflow editor with a graphical user interface for specifying what data to operate on, what
steps to take, and what order to do them in. A general purpose workflow engine can be

Public

Page 40 of 112

Interoperability Landscaping Report

adapted for use in a TDM context, by using TDM resources. Although general purpose workflow
engines create an internal form of interoperability at the level of the process model, where all
components within a workflow will work together, workflow engines from different providers
cannot typically be expected to interact. Also, interoperability at the level of the process model
does not automatically entail interoperability on the level of the data model, annotation type
system, data serialization format, etc. A comparison is given in tables below.
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Table 10. General comparison of workflow engines.

Name

Available modules

Accessibility /
Repository
open source101

License

Status

ELKI99

data mining algorithms100 including
clustering, outlier detection, dataset
statistics, benchmarking, etc.

GNU
AGPLv3

active (latest
stable release:
April 2014,
preview release:
August 2015)

Galaxy102

genome research, data access and
visualization components and some other
components103

open source104

AFL 3

active (last stable
release: March
2015)

Kepler105

a large set of components stored in an
unstructured manner at Kepler analytical
component repository106

open source107

BSD license

active (last stable
release: October
2015)

KNIME108

Univariate and multivariate statistics,
data mining, time series, image
processing, web analytics, text mining,
network analysis, social media analysis

open source

GNU GPL3

active (last stable
release: July
2015)

Pegasus109

N/A

open source110

Apache
license 2

active (last stable
release: November
2015)

Pipeline
Pilot111

Chemistry, Biology and Materials
Modeling & Simulation domains

closed source

proprietary
license

active (last
release: 2015)

Taverna112

2549 units in a variety of domains113
(e.g. sequence analysis, text mining, data
retrieval, etc.)

open source

LGPL 2.1
(Apache
license 2.0
in next
release)

active (last stable
release: April
2014). Becoming
part of Apache
Incubator

Triana114

600 units (audio, image, signal and text
processing and a number of components
for physics studies)

open source115

Apache
license 2

outdated (last
stable release:
February 2011)
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Table 11. Technical aspects of workflow engines.
Name

User interface

Initial
purpose

Example
usage domains

Component
creation / calling

Deploy
model

Programming
language

ELKI

GUI, command
line

research &
teaching in
data mining

cluster
benchmarking

programming new
Java components

local
machine,
compute
cluster

Java

Galaxy

GUI, command
line

genomics
research

bioinformatics

command line tools
can be integrated
into Galaxy

local
machine,

Python

server,
cloud

Kepler

GUI, command
line

scientific
workflow
management
system

bioinformatics,
data
monitoring,

Java components, R
scripts, Perl,
Python, compiled C
code, WSDL
services

local
machine,

Java

compute
cluster

KNIME

GUI

data mining
(pharmaceuti
cal research)

business
intelligence,
financial data
analysis

Java, Perl, Python
code fragments

local
machine

Java (Eclipse
plugin)

Pegasus

GUI, command
line

scientific
workflow
management
system

astronomy,
bioinformatics,
earthquake
science

N/A

local
machine,
compute
cluster,
cloud

Java, Python,
C

Pipeline
Pilot

GUI

pharmaceuti
cal and
biotechnolog
y

Chemicals,
Energy,
Consumer
Packaged
Goods,
Aerospace

N/A

local
machine

C++

Taverna

GUI, command
line

scientific
workflow
management
system

bioinformatics,
astronomy,
chemoinformatics,
health
informatics

WSDL, SOAP and
REST services,
Beanshell scripts,
local Java API, R
scripts

local
machine,
server

Java

Triana

GUI, command
line

gravitational
wave studies

signal
processing

programming new
Java components

local
machine

Java
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ELKI
ELKI (Environment for deveLoping KDD-applications supported by Index-structures) is a
knowledge discovery in databases (KDD, "data mining") software framework developed for use
in research and teaching by the database systems research unit of Professor Hans-Peter Kriegel
at the Ludwig Maximilian University of Munich, Germany. It aims at allowing the development
and evaluation of advanced data mining algorithms and their interaction with database index
structures.
The ELKI framework is written in Java and built around a modular architecture. Most currently
included algorithms belong to clustering, outlier detection and database indexes. A key concept
of ELKI is to allow the combination of arbitrary algorithms, data types, distance functions and
indexes and evaluate these combinations. ELKI makes extensive use of Java interfaces, so that
new algorithms can be added to it easily. ELKI uses a service loader architecture to allow
publishing extensions as separate JAR files.
GALAXY
Galaxy is a scientific workflow, data integration, data analysis and publishing platform that aims
to make computational biology accessible to research scientists that do not have computer
programming experience. Although it was initially developed for genomics research, it is largely
domain agnostic and is now used as a general bioinformatics workflow management system.
Galaxy is an open-source software implemented using the Python programming language. It is
developed by the Galaxy team at Penn State and Johns Hopkins Universities, and by the
Galaxy Community116. Galaxy is extensible, as new command line tools can be integrated and
shared within the Galaxy ToolShed117. A notable example of extending Galaxy is the LAPPS
Grid platform. This instantiation of the Galaxy workflow engine provides LAPPS Grid users with
a user-friendly interface to create workflows for NLP experiments by connecting heterogeneous
components. Galaxy is available as:
 Open-source software that can be downloaded, installed and customized to address specific
needs. Galaxy can be installed locally or on a computing cloud infrastructure.
 Public web servers hosted by other organizations. Several organizations with their own
Galaxy installation have also opted to make those servers available to others.
KEPLER
Kepler is an open-source software system for designing, executing, reusing, evolving, archiving
and sharing scientific workflows. Kepler's facilities provide process and data monitoring,
provenance information, and high-speed data transfer. Kepler includes a graphical workflow
editor for composing workflows in a desktop environment, a workflow engine for executing
workflows within the GUI and independently from the command-line, and a distributed computing
option that allows workflow tasks to be distributed among compute nodes in a computer cluster
or computing grid.
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Kepler is a Java-based application. Its components can be shared by exporting the workflow or
component into a Kepler Archive (KAR) file, which is an extension of the JAR file format from
Java. The Component Repository118 is a centralized system for sharing Kepler workflows that is
accessible via both a web portal and a web service interface.
Given the URL of a web service description (WSDL), the generic WebService actor of Kepler can
be instantiated to any particular operation specified in the service description. At the “plumbing”
level it is often necessary to apply data transformations between two consecutive web services.
Such data transformations are supported through various actors (components) in Kepler, e.g.,
XSLT and XQuery actors to apply transformations to XML data, or Perl and Python actors for
text-based transformations.
A distinctive characteristic of Kepler is that it separates the structure of the workflow model from
its computation model, such that different models for the computation of workflow can be bound
to a given workflow graph. Kepler inherits several common models of computation from the
Ptolemy system (aimed at modeling and design of heterogeneous and concurrent processes in
java119), including Synchronous DataFlow (SDF), Continuous Time (CT), Process Network (PN), and
Dynamic DataFlow (DDF), among others.
KNIME
KNIME (the Konstanz Information Miner) is a data analytics platform that allows users to perform
data mining on data to analyze trends. KNIME has been initially used in pharmaceutical research,
but is also used in other areas like CRM (customer relationship management), customer data
analysis, business intelligence and financial data analysis.
KNIME allows users to visually create data flows (or pipelines), selectively execute some or all
analysis steps, and later inspect the results and models. KNIME is written in Java, based on
Eclipse and makes use of Eclipse’s extension mechanism to add plugins providing additional
functionality. KNIME’s core-architecture allows processing of large data volumes that are only
limited by the available hard disk space.
PEGASUS
The Pegasus system allows workflow-based applications to execute in a number of different
environments including desktops, compute clusters, grids and clouds. Pegasus has been used in a
number of scientific domains including astronomy, bioinformatics, earthquake science,
gravitational wave physics, ocean science, limnology and others.
One important feature of Pegasus is that it employs a fault-tolerance mechanism which allows
reconfiguration of workflow execution at run-time or if everything fails a rescue image of the
workflow can be stored. It cleans up storage as the workflow is executed so that data-intensive
workflows have enough space to execute on storage-constrained resources. Pegasus keeps track
of what has been done (provenance) including the locations of data used and produced, and
which software was used with which parameters.
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PIPELINE PILOT
Built on the BIOVIA Foundation, Pipeline Pilot, a commercial workflow engine, enables scientists to
rapidly create, test and publish scientific experiments. Using Pipeline Pilot, researchers with little
or no software development experience can create scientific protocols that can be executed
through a variety of interfaces including BIOVIA Web Port, other BIOVIA solutions such as BIOVIA
Electronic Lab Notebook, Isentris, Chemical Registration and third-party applications such as
Microsoft SharePoint or custom-developed applications.
Pipeline Pilot was used at first in the pharmaceutical and biotechnology industries and by
academics and government agencies. Then other industries started to adopt it, but always in
science driven sectors such as Chemicals, Energy, Consumer Packaged Goods, Aerospace,
Automotive and Electronics.
TAVERNA
Taverna is an open-source workflow management system aimed at scientists who want to improve
the reusability and openness of their code. Taverna can access a large number of services in the
fields of bioinformatics, astronomy, chemo-informatics, health informatics and others. Although
many examples of using Taverna lie in the bioinformatics domain, it is actually domain
independent (see domain list120). It provides both a GUI interface for the less computer literate
user and a command line interface for higher end users who require the best performance from
their machine. Taverna is typically used within a web browser, although it is possible to install as
a remote server.
Taverna can invoke generic WSDL-style Web services. Taverna can also access other types of
Web services, such as BioMoby, BioMart and SoapLab services 121 . In addition, Taverna can
invoke local Java services (Beanshell scripts), local Java API (API Consumer), R scripts on an R
server (R shell scripts), import data from a CVS or Excel spreadsheet and interact with users in a
browser. Taverna can also interact with a running workflow from a web browser, and has the
ability to incorporate workflow fragments (reusable components) as services in a workflow.
TRIANA
Triana is an open source problem solving environment developed at Cardiff University. It was
originally designed to help gravitational-wave scientists to be able to spontaneously create and
run data analysis algorithms on the data at its source. There are several hundred components
available for use within the core distribution of Triana. These include components for audio,
image, signal and text processing, and a number of internal scripts for dynamic reconfiguration
of distributed workflows.
Since Triana is written in pure Java, it is platform independent. It provides a graphical workflow
editor to facilitate the users in creating a workflow by connecting different components. Triana
has a built-in wizard which makes it easy to create user interfaces without any need to write
code. Triana supports single-run, continuous-run and stream processing execution models. It
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supports grouping (aggregation of components on-the-fly without the need for compilation. This
toolkit is highly configurable and customizable and can be used via GUI or on the command line.
Summary
A summary of important technical aspects of these workflow engines is listed in Table 12. It might
be a hard task to select the system that perfectly fits one’s purpose; however, taking into account
the unique characteristics of each system will help in the decision process. Initial design purpose of
the system is one of the features that has a major effect on the overall usability of such systems.
Among the discussed systems, Kepler, Pegasus and Taverna are those with the aim of creating a
general purpose scientific workflow engine. Thus, it is assumed that they would be least coupled
with any particular domain, and easiest to adapt to new domains. In contrast, ELKI and KNIME
were originally created to perform data mining tasks; hence, their power resides in implementing
and executing statistical algorithms. Other workflow engines were created for specific domain
experiments and later also applied to other domains as well.
The next important classifying feature is creation of new components for a workflow engine. All
of the mentioned tools except Pipeline Pilot are implemented using Java or Python. This makes
them platform independent, and also facilitates implementation of new components. Kepler and
Taverna offer additionally direct support for the integration of WSDL services as workflow
components. Taverna goes one step further and also supports SOAP and REST services.
In addition to ease of component development, provision of a publicly accessible repository of
workflow components is also important. In this aspect, Kepler, Galaxy and Taverna are the only
projects that offer a public central repository of components. In contrast, the Kepler system
enables creation of a single executable KAR (Kepler Archive) file of a workflow, which conforms
to JAR (Java Archive) file format. ELKI also does so by creating native JAR files.
The deployment model and execution model of a workflow plays a major role in the choice of a
workflow engine. In this sense, ELKI, Kepler, Galaxy and Pegasus support executing workflows on
a computing grid or cloud. Additionally, fault tolerance of the Pegasus workflow engine is a
feature that should not be neglected. This feature would bring major benefits in times where a
process intensive workflow fails in the middle of execution.
Another factor to be considered is the community effect: is there a strong developer community
who maintains the product and in which communities is the product being used? In this respect, we
note that, recently, the LAPPS project and the Alveo project have adopted Galaxy. LAPPS is a
project based in the USA that aims at creating a grid-like distributed architecture for NLP. The
Alveo project has similar goals and is based in Australia.
As discussed before, choosing the suitable workflow engine is not a trivial task. However,
considering general properties of different systems enables a smart decision. It should be also
noted that reviewing the already applied domains and example usage scenarios of these
workflow engines will be greatly beneficial.

Public

Page 47 of 112

Interoperability Landscaping Report


3.2 Annotation editors
In text mining, an annotation editor is a tool for visualizing, editing, deleting or adding
annotations in text. Annotation editors are central to many TDM tasks. These tasks include:
collection of example annotations for requirements gathering and application development;
creation of standard corpora for system training and evaluation; visualization and error analysis
of application output; correction of automatically created annotations as part of some workflow;
and validation of annotations prior to release for use.
It is clear, from the editors surveyed for this report, that tools described as annotation editors
may cover everything from a tool for viewing a pre-specified set of documents and marking
these with a limited set of annotations, to tools that include some element of user, project and
even workflow management. Given that workflow and user management are the subject of
separate discussions in this report, we will restrict our consideration of editor interoperability to
the functions of viewing and editing annotations, and the way in which editing may interact with
other parts of the text mining workflow.
There are two orthogonal aspects to this annotation editor interoperability. These aspects are
data exchange, such as format and formal typing of input and output, and interaction between
the editor and other text mining processes, i.e., the workflow.
As far as data exchange is concerned, current editors support a variety of formats and type
systems, in some cases several. It is clear, however, that a common interchange format and
alignment of annotation types to a rich enough reference vocabulary would enable any
compliant editor to interact with a common text mining platform, either through direct support by
the editor, or by format and type conversion where this is not possible.
Considering the interaction between the editor and process or workflow, a scenario can be
imagined in which any editor could take part in some workflow, with manual intervention. For
example, a workflow reaches a point at which data is output from that workflow, manually
loaded into an editor, manipulated in the editor, output from the editor and finally the workflow
restarted. A more seamless integration may be possible were the editor to support some set of
required operations through an API, and for event dispatch and listening. An example of an
editor that supports this is brat.
The type of annotation supported by the annotation editors surveyed varies. All editors
examined for this report allow for the representation of annotations anchored in the text at one
span, i.e., between two offsets in the text. Some allow for more sophisticated representation, such
as annotations anchored at discontinuous spans, and annotations that are instead anchored to
other annotations. The latter allows for the representation of relations between two or more other
annotations, such as simple subject-verb-object triples, parse trees and co-reference chains.
Typically, users are able to edit both the anchoring of the annotation to the text and attributes of
that annotation.
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In addition to text level annotations, many editors have some support for document level
metadata, and / or for annotations that are not anchored in the text. A few annotation editors
allow for direct editing of an ontology associated with the text in some way, through the insertion
of ontology instances that represent the textual annotation.
Annotation editors typically constrain the end user to create and edit annotations according to
some fixed schema or type system. Some editors also allow for ad-hoc, schema-less annotation,
and others support ontology-backed schemas.
Editors typically give the user access to a full document, and allow them to move around that
whole document, supported by search tools, for example, regular expression search. This “whole
document” model contrasts with a model in which the end user sees only the annotation on which
they are working, and its immediate context.
Tools may support some way of partitioning annotations into sets, groups or layers within one
document, and for those partitions to be viewed independently and alongside each other. This
partitioning serves several purposes, including the separation of annotations created by different
annotators, and the separation of different types of annotation, for example syntactic
annotations from semantic annotations.
Most editors have some way of managing multiple documents, allowing users to move between
documents, and sometimes to manage collections of documents. Alongside the handling of multiple
documents and multiple partitions of annotations, editors may offer tools to compare either
documents or partitions. Comparisons may vary from visualizations of document and annotation
differences through to the provision of various metrics.
Such comparisons may give the ability to reconcile differences between multiple sets of
annotations, for example, looking at and selecting between the differences between two
annotators, to curate a set of annotations that give a consensus between annotators.
The extent to which the above functionality is available to end users may be restricted by user
group, and to facilitate this, some editors provide user accounts and user management, allowing
for functional groups of user such as annotators, curators, managers and so on. Project
management may be available on top of this, grouping annotators, corpora and annotation tasks
into multiple projects.
Many editors will also integrate with an automatic text mining workflow, enabling a user to
correct the output of this workflow. In some cases, user corrections may be fed back in to the
automatic process, to improve classification and recognition algorithms, in an iterative, active
learning process.
Many editors exist, the most popular currently available systems, and a selection of some that
are no longer available, are compared in Table 12 and described below. Some of these systems
are stand alone tools (such as the brat editor), whereas others exist as part of wider TDM
frameworks (Argo AE, GATE Developer, etc.).
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Table 12. General comparison of annotation editors.

Name

Parent framework

Accessibility / Licence

Status

Argo (Manual
Annotation Editor)122

Argo

closed source, non-commercial, active
available via web

WebAnno123

-

Apache Software License 2.0

active

GATE Developer124

GATE

LGPL

active

GATE Teamware125

GATE

AGPL

supported

Brat126

-

MIT licence

active

Alvis AE127

Alvis

closed source

active

Egas128

-

unknown

active

WordFreak129

-

Mozilla Public Licence

not active
since 2008

tagtog130

-

commercial, available via web active

PubTator131

-

unknown

active

MMAX132

-

open source

not active
since 2010

Knowtator133

Protege up to 3.5

Mozilla Public Licence

not active
since 2013

ARGO (MANUAL ANNOTATION EDITOR)
The Argo manual annotation editor allows an annotator to directly interact with the flow of a
TDM architecture. By adding in the relevant component, a researcher can pause the flow of
execution in a pipeline and observe the current annotations. They may then manipulate, correct,
delete and create annotations at will. Once the researcher is happy with the annotations, the
results can be passed back to the workflow for further processing and storage.
WEBANNO
WebAnno is a flexible, general purpose web-based annotation tool for a wide range of
linguistic annotations including various layers of morphological, syntactical and semantic
annotations. Additionally, custom annotation layers (spans, relations, chains) can be defined,
allowing WebAnno to be used also for non-linguistic annotation tasks. Annotations can bear
simple features (e.g., string, boolean, numeric) or point to other annotations (link features).
Controlled vocabularies (tagsets) can be defined on string features, and constraint rules can
further restrict possible feature values based on their context.
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WebAnno is a multi-user tool supporting different roles such as annotator, curator and project
manager. The progress and quality of annotation projects can be monitored and measured in
terms of inter-annotator agreement. Multiple annotation projects can be conducted in parallel.
Different modes of annotation are supported, including a correction mode to review externally
pre-annotated data, and an automation mode in which WebAnno learns and offers annotation
suggestions.
WebAnno is based on UIMA, in particular on the UIMA CAS, for its data model and data
persistence. Additionally, it has a special support for the DKPro Core type system and makes use
of DKPro Core readers and writers for data import/export.
WebAnno uses the visualization module from brat with several custom extensions, e.g., paging (to
allow editing larger documents) or support for RTL languages.
GATE DEVELOPER
GATE Developer is the desktop annotation and development environment that ships with the
GATE distribution. Documents, corpora and ontologies may be imported form many common
formats, viewed and edited, and exported in a variety of formats. Documents may be edited
and annotated without any constraints, or constrained against either a fixed schema or a suitable
ontology, a suite of tools is provided for comparing corpora and documents with many standard
metrics, and for visualizing the differences. GATE Developer is a single user environment. While it
is possible to run any GATE workflow from within Developer, there is no specific integration of
automatic workflows and manual workflows.
GATE TEAMWARE
GATE Teamware is a web-based management platform for collaborative annotation & curation
using the GATE framework. Teamware allows for the management of multiple distributed
annotation projects, each of which may contain multiple corpora, user roles, users, annotation
schema, and workflows. Automatic and manual workflows may be mixed. Common manual steps
include data preparation, manual annotation, curation and quality assurance. A suite of statistics
and quality assurance tools is provided. GATE Teamware is used by several organizations, but,
while supported, it is not being actively developed.
BRAT
Brat is a collaborative annotation tool that allows multiple annotators to work simultaneously on
the same document, viewing and editing each other's annotations. Its support for hierarchical
document collections and flexible annotation scheme definitions can be used to conduct different
annotation projects on a single installation. Types of annotations supported are primarily spans
(including discontinuous spans) and relations. Additional supported types are essentially
variations thereof. Annotations can bear features of different types (e.g., Boolean, string), but
only controlled vocabulary is supported. Free-text features are presently not supported. The
visualization module of brat is very well suited for linguistic annotation at the level of tokens or
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phrases and offers an intuitive user interface. At higher levels (sentences, paragraphs), the
annotation layout becomes uncomfortable to work with. brat is mainly suited for smaller
documents again as it loads the complete document and annotations into the browser which
makes rendering sluggish for larger documents.
ALVIS AE
AlvisAE (Alvis Annotation Editor) is an on-line annotation editor for the collective editing and
visualization of annotations of entities, relations and groups. It includes a workflow for annotation
campaign management. The annotations of the text entities are defined in an ontology that can
be revised in parallel. AlvisAE also includes a tool for detection and resolution of annotation
conflicts. Part of this work has been funded by the European project Alvis 134 and the French
project Quaero135.
EGAS
Egas is a web-based tool for annotating and curating biomedical text. It allows both concept and
relation annotation, and supports the calling of external automatic annotation services. It supports
export to standard formats.
WORDFREAK
WordFreak is designed to support both human and automatic annotation of text. It also supports
active learning, with manual corrections being used to improve machine learning annotation
models.
The WordFreak user forums have not been very active since 2008, which was the last time a post
was answered by a developer. There was one post in 2009, two in 2010, and one in 2014. The
last release was in 2004. There does not appear to have been any code development since
2008.
TAGTOG
Tagtog is an annotation editor for biomedical text, that was developed for text-mining-assisted
annotation of gene mentions in PLOS full-text articles. It can be used to annotate entities, relations,
and to classify documents. Data linking to bioinformatics databases such as UniProt is supported.
It also supports collaborative annotation, and active learning.
PUBTATOR
PubTator is a web based tool for annotating biomedical entities and relations, specifically in
PubMed abstracts. PubTator was created and is maintained by the US National Library of
Medicine, and the underlying document collection is synchronised with PubMed. It allows the user
to search for and create a corpus of PubMed abstracts. Annotations may be accessed via FTP or
via a RESTful API.
MMAX
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MMAX is a Java-based annotation tool that allows for the annotation of spans, and relations
between spans. Annotation schemas may be defined.
The MMAX mailing lists are not active, and the main web page has not been updated since 2010.
The code has not been updated since 2010.
KNOWTATOR
Knowtator is an annotation tool that integrates in to the Protégé-frames ontology editor, and
makes use of ontologies loaded in Protégé as schemas. Knowtator allows for the annotation of
mentions in text as instances of ontology classes, and for relations to be created between entities
and mentions. Knowtator can support multiple users, and the reconciliation of annotations
between users, to create consensus annotations. Knowtator was developed specifically for the
frames representation used in Protégé. When Protégé migrated to an OWL only representation
from version 4.0, Knowtator was not migrated. It therefore only supports Protégé, in frames
mode, up to version 3.5, which was released in April 2013. The Knowtator forums were active up
to the end of 2012, with only one message in 2013, and none since. The last code commit
appears to be in November 2013.
SEMANTATOR
Semantator is an annotation tool developed by the Mayo Clinic. It is similar to Knowtator in that
it integrates with Protégé, the difference being that it integrates with OWL versions of Protégé
from 4.1 onwards. In this sense, it can be seen as an OWL replacement for Knowtator.
Functionality appears to be similar to Knowtator, without support for multiple annotators. The
Semantator web site does not give licensing information. A link is provided for download, but this
was broken as of November 2015. The last significant update to the project wiki was in 2012.
Summary
Annotation editors are a fundamental tool in the processing of TDM annotations. They will form
an important part of any platform that OpenMinTeD delivers. Although there are fewer
fundamental interoperability issues here than in other sections, the choice of annotation editor will
still deeply influence the interoperability decisions of all other aspects of the TDM process with
OpenMinTeD.
 TDM workflow engines typically come with some kind of annotation editor.
 Standalone annotation editors also exist.
 Workflow engine specific annotators are designed to be interoperable with their parent
framework, but may not be interoperable with other tools.
 The choice of annotation editor will vary widely.
 If a TDM workflow engine is being used, then it may be sensible to use the annotation editor
that comes packaged with that engine.
 A stand alone annotation editor may be suitable if multiple frameworks are being used or if
some specific features are required (e.g. Brat allows collaboration between annotators).
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4. Content
In this chapter we focus our attention on different ways of encoding static content which are used
in the text processing community. We start at the most basic level: character encoding standards
in section 4.1, then proceed to formats for enriching text by annotation (4.2). Finally, we show the
formats used to encode knowledge resources, such as ontologies, dictionaries and lexicons (4.3).

4.1 Character standards
Here we outline the most widely used standards for encoding individual characters. This may
seem a trivial issue, but it still requires attention. It is easy to undervalue this problem when
dealing with English or other language covered by the ASCII table, but the situation becomes
more complicated when we need diacritics and becomes a serious problem when dealing with the
thousands of symbols that make up various Asian languages. As character encoding is the
foundation of all following annotation standards, a lack of interoperability at this level forbids
any further work. Table 13gives a brief comparison of the area.
Table 13. Summary table of character standards (non-exhaustive list).

Standard
Unicode
ISO 8859

Windows
code pages

Encodings

Covered scripts

UTF-8, UTF-16, UTF32
ISO-8859-1
(latin1), ISO-88592, ISO-8859-7, etc.

129 (almost all currently used)

Windows 1251,
Windows 1252,
Windows 1253,
Windows 1256, etc.

GB18030
Big5
JIS

Chinese
Chinese
JIS X 0201, JIS X
0208, JIS 0212, JIS
X 0213

Shift-JIS
Extended
Unix Code
(EUC)
KPS 9566
KOI8

Public

European languages, Arabic,
Cyrillic, Turkish, Greek,
Hebrew, Nordic, Baltic, Celtic
Thai
European languages, Arabic,
Cyrillic, Turkish, Greek,
Hebrew, Baltic, Vietnamese

Japanese
Japanese

EUC-JP, EUC-KR,
EUC-CN, EUC-TW

Japanese, Korean, simplified
Chinese

KOI8-R, KOI8-U

Korean
Cyrillic

Note on Usage
Widely adopted
worldwide
Used mainly in Europe

Superseded by Unicode
but still supported within
Windows
Used in mainland China
Used in Taiwan, HongKong, Macau
Used in Japan mainly for
e-mail communications
Used in Japan for web
pages
EUC-JP used in Japanese
on Unix-like operating
systems, EUC-KW widely
used in Korea
Used in North Korea
KOI8-R used in Russia,
KOI8-U used in Ukraine
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4.1.1 Major standards
UNICODE136
Unicode is a complex standard for character processing maintained by the Unicode Consortium.
Its first version was published in 1991; the current edition (8.0) covers 129 modern and historic
scripts. Unicode can be used with different encodings, which do not necessarily cover a whole
character set and may result in different file sizes.
The scope of Unicode includes a character mapping using 4 bytes per character (ISO-10646).
However, the standard also specifies how to handle phenomena like: writing direction (left-toright, right-to-left, bidirectional), combining characters normalization, ligatures, transliteration and
string collation (comparison).
The character encoding aspect is orthogonal to the mapping; Unicode defines several alternate
encodings: UTF-8, UTF-16, and UTF-32. UTF stands for Universal Transformation Format, and the
number refers to the size in bits of the encoding unit. UTF-8 and UTF-16 are variable-width
encoding: the number of bytes necessary to encode each character is variable. Note that UTF-8 is
a superset of ASCII and is considered as a de facto standard because it requires less bandwidth
for most of the characters circulating on the net. UTF-32 maps directly to ISO-10646.
ISO 8859
ISO-8859 is a collection of 15 character encodings supported by the ISO aimed at encoding
several scripts, especially variants of the Latin alphabet. All ISO-8859 encodings use 1 byte for
each character and map to the same characters as ASCII up to the code 127.
ISO-8859 encodings require little bandwidth but have a rather limited character spectrum.
Windows code pages are another set of character encodings, used in Microsoft Windows and
covering mostly the same scripts as the ISO-8859 standards. They have been gradually
superseded by Unicode.
4.1.2 Standards for specific languages
Besides Unicode and the ISO standards, a number of encodings targeted to specific languages
are also used.
GREEK
Windows-1253 (defined by Microsoft) is an 8-bit character code which can be used for texts in
monotonic Greek. It differs from the ISO standard ISO-8859-7 in a few code points, most
notably the GREEK CAPITAL LETTER ALPHA WITH TONOS (Ά). Unicode is used in most modern
systems and web applications focusing on Greek.
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CHINESE
GB18030 is a Chinese government standard for encoding Chinese characters. It can be
considered as a Unicode Transformation Format, and it is a superset of ASCII and of GB2312 (an
older version encoding Chinese characters).
Big5 is another encoding for Chinese characters. It is used in Taiwan, Hong-Kong and Macau. It is
a double-byte character set.
JAPANESE
JIS encoding: Japanese Industrial Standards (JIS) are a set of character sets for the Japanese
language. The most important are JIS X 0201, JIS X 0208, JIS 0212 and JIS X 0213.
Shift-JIS is a JIS-based encoding, which integrates the JIS X 0208 character set while being
backward compatible with JIS X 0201. It is widely used for web pages.
Extended Unix Code (EUC) is a character encoding system for Japanese, Korean and simplified
Chinese. EUC-JP is the variant for Japanese characters and is used in most Unix operating
systems.
KOREAN
EUC-KR (the Extended Unix Code for Korean) is a widely used character encoding in Korea.
In North Korea, the KPS 9566 two-byte encoding is also used.
ARABIC
Windows 1256 is the Microsoft code page for Arabic script. Unicode is usually preferred in
modern applications.
CYRILLIC
Windows 1251 is an 8-bit character encoding designed for Cyrillic alphabet (Russian, Bulgarian,
Ukrainian, etc.).
KOI8-R is an 8-bit character encoding designed for Russian. A variant of this encoding is KOI8-U
which supports Ukrainian characters.

4.1.3 Informing the character encoding
Here we outline the different protocols used to inform a consumer which character encoding is
used in a text stream. The text stream can originate from a file system, the network or a
database. Currently, software that consumes a text stream has three ways to be aware of the
character encoding:
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1. the text stream format specification imposes to use a specific character encoding (JSON),

or to embed the character encoding name in the stream (XML);
2. the protocol at the origin of the stream also delivers the character encoding as metadata
(mime types);
3. the software may guess the character encoding using heuristics that search for signature
sequences in the stream; this method should be used as a last resort since some character
encodings are ambiguous as they share code points.

4.1.4 Character encoding APIs
This is a survey of the most used libraries in our community for handling character encoding. These
libraries are useful to read or produce a stream in a specific encoding, to convert or transliterate
from an encoding to another, and to guess the encoding of a text stream. Well designed libraries
relieve TM developers from the time-consuming task of handling in detail character encodings.
JAVA STRINGS
The Java String type from the JDK internally encodes characters using UTF-16. As long as some
specific scripts are not used (e.g., Kanji), this is functionally equivalent to manipulating Unicode
strings.
The JDK also includes libraries that implement some aspects of the Unicode standard (collation
and normalization). It also includes a pluggable library for converting Strings from/to other
encodings.
In a modern architecture, Java Strings are decent, stable and mature, though incomplete.
ICU
International Components for Unicode (ICU) is a library for software internationalization (C/C++
and Java). It provides a solid support for various aspects of Unicode: normalization, formatting,
collation, etc. ICU has additional functionalities like regular expressions for Unicode strings, time
and date, tokenization and sentence segmentation.
PYTHON UNICODE STRINGS
The Python programming language features a native Unicode string type. The language
standard library features character encoding conversion.
C WIDE CHARACTERS AND ICONV
The C99 standard specifies a wide character and wide string data types that allows to represent
large character sets. Even though it is not part of the standard specifications, most
implementations map characters using ISO-10646. The set of functions that handle wide
character strings is terse and does not comply to any Unicode specifications. iconv is a C library
for converting streams of bytes from one character encoding to another. It understands a very
wide range of encodings but does not feature any other functionality.
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4.1.5 Summary
Character encoding may be an interoperability issue since text output of processing software
might be broken due to wrong assumptions, especially about the repertoire of characters, the
directionality, or wrong collation algorithms. Fortunately, Unicode has become a widely adopted
universal standard, and there are many software libraries that handle the Unicode standard.
 For English, this is a largely solved problem.
 For other languages, it is important to use a character encoding format which takes into
account the wide breadth of characters used in written communication. (See Table 14).
 A user must take an early decision about the scripts which they reasonably expect to be able
to handle in order to select an encoding format which will suit their needs.
 Corpora, tools and other resources may place constraints on the types of character encodings
that can be handled.

4.2 Annotation formats
Annotation is the process of adding supplemental information to a text in natural language. The
annotations may be inserted in the text (in-line) or provided as a separate file (stand-off). They
are produced as an output of an automatic or manual tool and may be:
 treated as an input for further automatic stages,
 visualized for interpretation by humans,
 stored as a corpus.
In each of these cases, we need the annotations to follow a precisely defined data format. This
section is devoted to presenting such formats, both domain dependent (4.2.1) and generic (4.2.2).
Table 15 summarizes the different formats which are commonly used.
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Table 14. Summary table of annotation formats
Name

Domain

File
format

License

Libraries

Status and usage

BioC137

biomedical

XML

Public domain

Yes

Actively developed,
increasingly used in the
BioNLP community

BioNLP shared task
TSV138

biomedical

TSV

None

None

Active, used in the
context of the BioNLP
shared tasks

Pubtator139

biomedical

TSV

None

None

Active, used mainly with
the Pubtator annotation
tool

Twitter JSON
format140

social media

JSON

None

Yes

Used to represent
Twitter messages

TEI141

generic

XML

Creative
commons and
BSD-2

Yes

Active, Used in the
humanities

Open annotation142

generic

RDF

Creative
commons

None

Community Draft

CAS (UIMA)143

generic

Several

Apache Licence

Yes

Actively developed,
used in a variety of NLP
pipelines and platforms

GATE annotation
format144

generic

Several

LGPL

Yes

Actively developed,
widely used

BRAT format145

generic

tabular
format

MIT license

None

Actively developed,
used with the BRAT
annotation tool for a
variety of NLP tasks

LAF/GRAF146

generic

XML

None

None

ISO standard

NIF147

generic

RDF

Open license

None

Mature

BIO (IOB)

generic

TSV

None

None

Used for sequence
labelling tasks
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4.2.1 Domain-dependent
These annotation formats were created for usage within a specific domain. Such usages
frequently involve annotation of entities in text and are most common in the area of life sciences.
BIOC
BioC is a format to share and represent text annotations in the biomedical domain. It was
developed to increase interoperability and reuse of biomedical data and tools. The BIOC format
is an XML format, specified by a DTD. The data model does not prescribe any semantic
standards. The semantics associated to the data is specified through the use of “key” files, which
developers can customize to suit their needs. Several BioC implementations (C++, Java, Python,
Perl, etc.) have been developed, providing libraries to read/write BioC documents and
annotations.
BioC is used in the biomedical NLP community. It had a dedicated track (Interoperability track) at
the BioCreative IV and V challenges. A number of BioNLP tools have also been adapted to be
compliant to the BioC format (e.g., MedPost, BioLemmatizer).
BIONLP SHARED TASK TSV
This format is used to release the BioNLP Shared Task data sets. It is a human and machine
readable stand-off format. The format focuses on annotation units, each annotation is
represented on one line, with properties separated by tab characters. These properties depend
on the kind of annotation (text-bound, relation, event).
There are no written specifications for the format, and there is no official library for reading or
producing this format. Its main advantage is it is human-readable.
PUBTATOR FORMAT
PubTator is a named-entity online service that has a proprietary format for exporting its
predictions. The format is also used to release data for the BioCreative challenges. The format is
similar to the BioNLP Shared Task format, it has fundamentally the same expressivity and
focusses on human readability.
TWITTER JSON FORMAT
This format is used to represent Twitter messages obtained via Twitter API. It provides a compact
generic representation for stand-off annotation markup — annotations are represented as JSON
objects giving the offsets in the text with the other properties of the object representing the
annotation's features.
4.2.2 Generic
These annotation formats are intended to be used for texts without any domain restrictions. They
are also frequent in lower-level annotations, such as those concerning morphology and syntax.
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TEI
The Text Encoding Initiative (TEI) is a community within the digital humanities field aimed at
maintaining standard for representing text in digital form. TEI guidelines (currently in version P5)
define an XML-based format that uses around 500 components and well-defined concepts.
Because of size of the format, it allows also customizations, i.e., project-specific subsets of
allowed tags for easier use (e.g., TEI Lite). The format is used very widely, especially for large
corpora encoding, e.g., for British National Corpus, Oxford Text Archive, National Corpus of Polish
and Perseus Project.
OPEN ANNOTATION
Open Annotation is a standard specification that embraces the point of view of the linked data
and focuses on the shareability of annotations using the RDF notation. It defines a very general
framework for representing annotations and provides a vocabulary to represent annotations on
a wide variety of targets: documents, data entries or text spans. It does not however specify a
vocabulary for common text processing annotations (e.g., tokens, sentences).
CAS (UIMA)
The Common Analysis System (CAS) is the data model used by the UIMA framework to represent
annotated data. It is centered around the concept of Feature Structures (sets of key/value pairs).
Values can be of several primitive types (string, integer, boolean, etc.), be other feature
structures, or array variations thereof. A type system allows defining types of Feature Structures
and to organize them in an inheritance hierarchy where each type can inherit from exactly one
other type. Several predefined types facilitate working with text (Annotation) and with multiple
instances of primary data (subject of analysis/view).
JCas is a mechanism that maps the language-independent CAS model into the Java language by
generating Java classes for types defined in the type system that directly expose UIMA types as
a Java API. While this JCas API provides a very convenient way of working with the CAS using
Java, it is completely optional and to be avoided when implementing type system agnostic data
conversion or analytics modules in UIMA.
The CAS is a data model for which multiple serialization formats with different properties exist.
For example, the XMI serialization format is, XML-based allowing UIMA to interface with UMLbased tooling in an enterprise environment. Several binary formats exist offering space-efficient
encodings also suitable for communication across networks, e.g. between web services. UIMA
component collections such as DKPro Core or ClearTK offer additional conversions between
popular corpus formats and UIMA CAS. However, these conversions are typically bound to the
specific type system being used by the component collection.
GATE ANNOTATION FORMAT
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The GATE data model is based on the TIPSTER model. A key component is the FeatureBearer – a
Java object that is associated with a set of key / value pairs. Features may be any any Java
class or interface. Various classes implement the FeatureBearer interface, including corpora,
documents, and annotations on those documents. An annotation is an arc within a graph
representing the document. As well as being FeatureBearers, annotations also have a start
node and end node, which correspond to offsets within the document, an identifier, and a
type string. Annotations are contained within sets.
The GATE annotation model may be serialized in several forms, including GATE's native
stand off markup, a fast infoset implementation of this latter format, and various other
database, Lucene and file based serializations.
BRAT FORMAT
Brat is an environment for annotating textual documents. Text annotations are stored in a standoff tabular format. Each annotation is represented on one line with its properties separated by
tabs. It is similar to the BioNLP shared task format.
LAF/GRAF
The Linguistic Annotation Framework(LAF) is an ISO standard (ISO 24612:2012) that specifies an
abstract data model for an exchange format to represent different kinds of linguistic annotations,
and provides an XML pivot format for this model, the Graph Annotation Format (GrAF). GrAF is
intended to enable interoperability among different formats for data and linguistics annotations
and the systems that create and exploit them.
SYNAF
(ISO 24615) provides a reference model for the representation of syntactic annotations.
MAF
(ISO 24611) provides a reference format for the representation of morpho-syntactic annotations.
NIF
The NLP Interchange Format is an RDF/OWL-based format that aims to achieve interoperability
between Natural Language Processing (NLP) tools, language resources and annotations.
BIO/BILOU
The BIO (also referred to as IOB) format is a scheme to represent class labels in sequential
labelling tasks such as chunking and named entity recognition. In this format, instances (usually,
tokens) are labelled as being either inside (I), at the beginning (B), or outside (O) a given
annotation. Several variations exist around this scheme, such as the BILOU (beginning, inside, last
element, outside, unique) or the BIOE (beginning, inside, outside, end) representations. Such
schemes are typically used with machine-learning algorithms (such as HMM and CRF).
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4.2.3 Summary
Annotation formats are of deep importance to any TDM workflow. They are the key to efficient
information exchange between modular TDM components. When developing new components for
the OpenMinTeD infrastructure, we must consider what annotation format to use and how this will
affect future interoperability. A highly useful outcome of the OpenMinTeD project may be the
recommendation of an interoperable format for adoption by the community. Some points to
consider whilst making these decisions are as follows:
 The majority of annotation formats are generic and can be applied in a variety of contexts
(Table 14).
 Domain specific concerns may influence a user to choose a domain-limited format.
 There is very little interoperability between these formats as each one uses its own
conventions to express and encode information.
 When selecting an annotation format, a user should consider whether they will need the
annotated text to interact with a resource which is encoded in one of the existing formats. If
so, they should select that format to ensure interoperability.
Compatibility between these formats is currently only possible through manual manipulation of
the data.

4.3 Ontologies, dictionaries and lexicons
In this section we focus on static resources that play the role of knowledge sources. This may be
purely linguistic information (e.g., morphology dictionaries), general world knowledge (e.g.,
open-domain ontologies) or very specific domain. As it is not possible to enumerate all existing
resources of that kind here, instead we aim at outlining the most popular formats and resources
from the point of view of interoperability.
4.3.1 Formats for encoding lexica, ontologies, dictionaries
This section describes formats used for encoding lexica, ontologies, dictionaries, terminological
resources, etc. Table 16 compares the typical formats used for lexical resources.
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Table 15. Main formats for lexical resources.

Format

Target resource type

Characteristics

Software
libraries

TMF/TBX148

terminologies

ISO standard, use of ISO 12620 data
categories

LMF149

lexica

ISO standard

Yes, several
languages,
FOSS.

common representation of lexical
objects, including morphological,
syntactic, and semantic aspects
SKOS150

thesauri, classification
developed within the W3C framework
schemes, subject heading expressing the basic structure and
lists, taxonomies,
content of concept schemes
folksonomies, other types
of controlled
vocabulary

RDF libraries.

OWL151

ontologies

Yes, several
languages,
FOSS.

part of the W3C’s Semantic Web
technology stack
based on Description Logics

OBO152

ontologies

subset of the concepts in the OWL
description logic language + several
extensions

Java, Artistic.

Ontolex153

Lexica relative to
ontologies

interoperability among existing models
for linguistic and terminological
description

Java (API for
Lemon model),
BSD.

TMX154

translation memories

XML standard for the exchange of
Translation Memory data

Several
languages,
FOSS.

XLIFF155

translation memories

XML format to standardize the exchange Several
of localizable data
languages,
FOSS.

MLIFF156

translation memories

specification for representing multilingual
data
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TMF/TBX
The Terminological Markup Framework (ISO 16642:2003) and the associated TermBase
eXchange format TBX157, capture the underlying structure and representation of computerized
terminologies. Both formats make use of ISO 12620 data categories158.
LMF
The Lexical Markup Framework (LMF; ISO/CD 24613) is a linguistic abstract meta-model that
provides a common, standardized framework for the construction of computational lexicons. The
LMF ensures the encoding of linguistic information in a way that enables reusability in different
applications and for different tasks. The LMF provides a common, shared representation of
lexical objects, including morphological, syntactic, and semantic aspects.
SKOS
SKOS Core (Simple Knowledge Organization Systems) has been developed within the W3C
framework, and provides a model for expressing the basic structure and content of concept
schemes such as thesauri, classification schemes, subject heading lists, taxonomies, folksonomies,
other types of controlled vocabulary, and also concept schemes embedded in glossaries and
terminologies.
OWL
OWL (Web Ontology Language) is designed to represent rich and complex knowledge about
things, groups of things and relations between things. OWL is part of the W3C’s Semantic Web
technology stack, and is built upon RDF and RDFS. The OWL formal model is based on
Description Logics.
It is commonly used by certain scientific communities to implement vocabularies that bear light to
heavy semantics.
OBO
OBO format is the text file format used by OBO-Edit, the open source, platform independent
application for viewing and editing ontologies. The concepts it models represent a subset of the
concepts in the OWL description logic language, with several extensions for metadata modelling
and the modelling of concepts that are not supported in DL languages. It is largely used in the
biomedical and agricultural domains, among others.
ONTOLEX
The Ontolex community develops models for the representation of lexica (and machine readable
dictionaries) relative to ontologies, covering syntactic, morphological, semantic and pragmatic
information. The Ontolex model is based on the Lemon model 159 and establishes interoperability
among existing models for linguistic and terminological description in order to uniformly represent
and structure linguistic information.
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TMX
The Translation Memory eXchange is the vendor-neutral open XML standard for the exchange of
Translation Memory data created by computer aided translation and localization tools. The
purpose of TMX is to allow easier exchange of translation memory data between tools and/or
translation vendors with little or no loss of critical data during the process. In existence since
1998, TMX is a certifiable standard format. TMX is developed and maintained by OSCAR
(Open Standards for Container/Content Allowing Re-use), a LISA (Localization Industry
Standards Association) Special Interest Group.
XLIFF
The XML Localization Interchange File Format aims to define and promote, through extensible
XML vocabularies, the adoption of a specification for the interchange of localizable software
and document based objects and related metadata. XLIFF is is tool-neutral and enables users to
mark-up and capture localization information.
MLIF
The Multilingual Information Framework (ISO 24616-2011) is a specification platform for a
computer oriented representation of multilingual data within a large variety of applications such
as translation memories, localization, computer aided translation, multimedia, or electronic
document management.
4.3.2 Ontologies, dictionaries and lexica
In this section we focus on static resources that play a role of sources of knowledge. This may be
purely linguistic information (e.g., morphology dictionaries), general world knowledge (e.g., open
domain ontologies) or very specific domain. As it is not possible to enumerate all existing
resources of that kind here, instead we aim at outlining the most popular from the point of view
of interoperability, in Table.
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Table 16. A non-exhaustive list of popular knowledge resources.
Name

Resource type

Language

Size

Format

License

WordNet

Lexical database
(lexemes + sets of
synonyms)

English

117,659 synsets

Proprietary

Free to use and
redistribute
proprietary
licence160

Wikipedia

Internet encyclopaedia

Multilingual

38M pages

Proprietary

GFDL 1.2161

Wikidata

Knowledge base

Multilingual

14,957,892 data
items (2015-1023)

Proprietary

CC0 (main
namespace), CCSA (other
namespaces)162

OpenCyc

Open source subset of
the CYC knowledge
base

~240,000
concepts and 2M
facts

CycL, OWL

Apache
Licence163

DBpedia

Knowledge base and
ontology

Multilingual

~4.58
entities

Freebase

Collaborative
knowledge base

Multilingual

~23
million Proprietary
entities (2015-1105)

UBY

Large-scale lexical
semantic resource
combining several
existing resources

Multilingual
(mostly
English and
German)

YaGO

Large semantic
knowledge base

Multilingual

OLiA

Ontologies for linguistic
annotation

Multilingual

GOLD

Ontology for linguistic
description

UMLS

Metathesaurus
gathering and linking
multiple biomedical
vocabularies

Gene
Ontology

million

Creative
Commons and
GNU FDL164
Creative
Commons165

UBY-LMF

Open licenses
and academic
research
license166

over 10M entities
and 120M facts

TSV, Turtle

Creative
Commons167

34 annotation
models

OWL/DL

Creative
Commons168

500 concepts

XML, OWL

Creative
Commons169

Multilingual

over 3.2 million
concepts from over
190 vocabularies

Proprietary

Proprietary
licence170

Ontology focused on
functional genetics

English

44k terms

OBO

Creative
Commons171

Agrovoc

Thesaurus for agriculture
and food sciences

Multilingual

32k concepts

RDF

CC BY-NC-SA172

Thesaurus for
the Social
Sciences
(TheSoz)

Thesaurus for the Social
Sciences

Multilingual
(German,
English,
French,
Russian)

12k entries

RDF/XML,
RDF/Turtle,
Linked Data
HTML

CC BY-NC-ND
3.0173
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PRINCETON WORDNET 174
Princeton WordNet is a database containing lexemes (lexical elements, i.e., words) and synsets
(sets of synonymous lexemes). Synsets may be connected to each other with relations, such as
hypernymy, hyponymy, meronymy, etc. Princeton WordNet is very widely used in numerous NLP
tasks.
WIKIPEDIA175
Wikipedia is a free access, free content internet encyclopedia, supported and hosted by the nonprofit Wikimedia Foundation. Those who can access the site can edit most of its articles.
WIKIDATA176
Wikidata is a collaboratively edited knowledge base operated by the Wikimedia Foundation. It
is intended to provide a common source of certain data types (e.g., birth dates) which can be
used by Wikimedia projects such as Wikipedia.
OPENCYC177
OpenCYC is an open source subset of the CYC knowledge base. CYC is an ambitious project
started in 1984 for maintaining a resource containing all common sense knowledge. The CYC
project is currently maintained by Cycorp and does not release the resources in Open Source.
The CYC and OpenCYC knowledge bases are represented in CycL a proprietary language
based on predicate logic. A projection of OpenCYC on description logics is also distributed as an
OWL file. OpenCYC features an inference engine, but only binaries are released.
There have been several projects that aim at extracting the knowledge from text, or at querying
the knowledge base in natural language. However, the OpenCYC knowledge base does not
contain lexical resources.
DBPEDIA178
DBpedia is a crowd-sourced community project aiming at extracting structured information from
Wikipedia. It facilitates asking semantic queries to Wikipedia, recognizing names in plain text
and linking them to Wikipedia concepts. DBpedia knowledge base for English contains 4.58
million entities, mostly classified in an ontology, and described by numerous attributes. DBpedia
has been created by extracting knowledge from Wikipedia, especially taking into account
structured information, e.g., info boxes, links and categories.
FREEBASE179
Freebase was a large collaborative knowledge base consisting of data composed mainly by its
community members. It was an online collection of structured data harvested from many sources,
including individual, user-submitted wiki contributions. Freebase aimed to create a global
resource that allowed people (and machines) to access common information more effectively.
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On 16 December 2014, Knowledge Graph announced that it would shut down Freebase over the
succeeding six months and help with the move of the data from Freebase to Wikidata.
UBY180
UBY is a large-scale lexical semantic resource that combines a wide range of information from
expert constructed and collaboratively constructed resources. The current version of UBY contains
11 integrated resources. These include:
 English resources: WordNet, Wiktionary, Wikipedia, FrameNet, VerbNet
 German resources: German Wikipedia, German Wiktionary, OntoWiktionary, GermaNet
and IMSLex-Subcat
 Multilingual resource: OmegaWiki
A subset of these resources is interlinked at the word sense level.
YAGO181
YAGO (Yet Another Great Ontology) is a very large semantic knowledge base, derived from
Wikipedia WordNet and GeoNames. Currently, YAGO has knowledge of more than 10 million
entities (like persons, organizations, cities, etc.) and contains more than 120 million facts about
these entities.
OLIA182
Olia is a reference model containing reference data categories for (morpho-)syntax. It is
informally interlinked with ISOCAT and GOLD (see below), and it comes with a repository of
multilingual ontologies covering the data categories of a range of resources that are linked to
the Olia model.
GOLD183
Gold is a richly axiomatized ontology for descriptive linguistics. It is intended to capture the
knowledge of a well-trained linguist, and can thus be viewed as an attempt to codify the general
knowledge of the field.
UMLS184
UMLS (Unified Medical Language System) is the union of several biomedical terminologies. It is
maintained at the NCBI. It encompasses very diverse resources mainly focused on medical
practice and biology. All resources in UMLS are terminologies or nomenclatures, formal semantic
knowledge is rare.
GENE ONTOLOGY185
Gene Ontology is a lexicalized taxonomy of concepts focused on functional genetics. It is
developed by the Gene Ontology Consortium. Gene Ontology is widely used in the biomedical
and bioinformatics community. Most major biology databases (UniProt, GenBank) have entries
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that explicitly reference Gene Ontology concepts, which makes this resource an interesting source
for data-mining experiments.
AGROVOC186
The AGROVOC thesaurus serves as a controlled vocabulary for the indexing of publications in
agricultural science and technology. It is used by many libraries but also a great number of
applications.

THESAURUS FOR THE SOCIAL SCIENCES 187
The Thesaurus for the Social Sciences (Thesaurus Sozialwissenschaften) is a crucial instrument for
the content-oriented search by keywords in GESIS databases. The list of keywords contains about
12,000 entries, of which more than 8,000 are descriptors (authorized keywords) and about
4,000 non-descriptors. Topics in all of the social science disciplines are included. The Thesaurus
for the Social Sciences is also available in interactive form. You can choose between alphabetic
and systematic lists and between translations in English, German or Russian.
4.3.3 Summary
Similar to annotation formats in Section 4.2, the format we use to store data is also of critical
importance to the interoperability of our tools. Popular standards exist, which must be accounted
for and intelligently incorporated into the OpenMinTeD platform. In order to do this, we must
consider the following points:
 A knowledge source may come in any one of a variety of formats (Table 15, Table 16).
 Many popular knowledge sources will come in a proprietary format which does not conform
to any known standards (Table 16).
Certain types of resources have very popular formats, which should be used where possible (e.g.
OWL for ontologies, SKOS for thesauri).
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5. Computing infrastructures
OpenMinTeD has set out with the mandate to develop a multidisciplinary Text and Data Mining
(TDM) infrastructure. This infrastructure will be an electronic one utilizing the capabilities of
modern networks, computing resources and online services. In this chapter, we investigate the
interoperability aspects of this kind of e-infrastructure and in particular cloud computing. This is
by no means a restrictive overview. Cloud computing is a term coined to encompass a wide range
of e-infrastructure provisioning technologies and as such it is safe to say that OpenMinTeD TDM
infrastructure will exploit such technologies in one or more forms. Moreover, many of the support
services that will need to be deployed during the lifetime of the project (e.g., the continuous
integration tools) will exploit cloud computing infrastructures. As such, cloud interoperability is an
important issue both for the outcome as well as for the smooth execution of the project.
This chapter first tries to set the landscape by going through some basic definitions regarding
cloud computing and the architectural models. It then considers the problem of interoperability
and portability and proceeds with relevant standards concerning cloud computing infrastructures.
In particular, we look into cloud management standards on the infrastructure layer as well as
interoperation and portability related standards on the application layer. The chapter closes with
an overview of distributed processing patterns and solutions, and a brief state-of-the art of
popular cloud computing solutions with an emphasis on their interoperability aspects

5.1 Cloud computing overview
There are many definitions of cloud computing depending on the context applied and the
technologies used. A very broad and generally acceptable definition is provided by NIST, which
defines cloud computing as “a model for enabling convenient, on-demand network access to a
shared pool of configurable computing resources (e.g., networks, servers, storage, applications,
and services) that can be rapidly provisioned and released with minimal management effort or
service provider interaction” [NIST 2011].
There are five distinctive characteristics that make a cloud service what it is:
1. On-demand self-service, users get what they want, when they want it having control over the

resource usage costs
2. Broad network access, services are available remotely over the Internet
3. Resource pooling, users transparently share access, typically in a multitenant fashion, to a

perceived infinite amount of computing resources.
4. Rapid elasticity, users can manually or dynamically add and remove resources on demand

depending on their temporal requirements.
5. Measured service, resources are accounted for and detailed utilization information is

preserved for purposes of billing and fare share access. User can find out exactly what they
used, for how long and how much it cost.
Cloud computing technologies became possible due to the evolution of inexpensive server
computers that facilitated the development of large physical computing infrastructures and the
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exploitation of economies of scale. Additionally, the abundance of fast wide-area networks
enabled distributed users to access computing resources fast and reliably over the Internet.
Moreover, one of the key enabling factors was the maturity of virtualization technologies that
enabled access and management of resources through software APIs.
5.1.1 Cloud deployment models
A cloud deployment model refers to the provisioning responsibilities and access control of cloud
services. Four different deployment models are largely acceptable:
1. Private Cloud. Deployed and maintain within the boundaries of a single organization. Only

members of the organization can access and exploit it.
2. Public Cloud. Deployed by an organization and offered to a group of users outside the
organization. It targets a broad range of use-cases. It may implement a specific businessmodel (e.g., pay-per-use) as a commercial offering or it can provide open and free access to
its resources.
3. Community Cloud. A variation of Public Cloud in the sense that the end-users are not
restricted within the boundaries of a specific organization but the services deployed are
targeted for less-generic, more well-defined use-cases covering the requirements driven from
a specific user community.
4. Hybrid Cloud. A private cloud that on specific circumstances can temporarily expand (burst)
to utilize a (usually commercial) Private Cloud in order to satisfy transient requirements and
usage peeks.
5.1.2 Cloud service models
Cloud computing services are generally layered into three basic levels described below:
INFRASTRUCTURE-AS-A-SERVICE (IAAS)
The IaaS model provides an abstraction for raw computing infrastructure, such as servers,
network bandwidth and storage systems, from a provider to a consumer, on demand. This
offering of virtualized resources is transparent to end users-consumers, who have no
administrative rights over the underlying cloud infrastructure, with usually many users “mapped”
to one physical machine. The end user can create and manage virtual machines (VM), i.e., a
server that resembles a real computer, selecting from a wide range of OS and hardware
specifications. IT administrators are the most likely users of this model.
PLATFORM-AS-A-SERVICE (PAAS)
The next abstraction layer on the stack, PaaS, is probably what most developers intuitively
understand by the phrase “programming for the cloud”. A PaaS offers an environment on which
developers can create and deploy applications without knowing how many processors or how
much memory that application will be using, how the application will scale, etc. In addition,
multiple programming models and specialized services (e.g., data access, authentication,
payments) are offered as building blocks to new applications. The platform typically comprises
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Application Programming Interfaces (APIs) for one or more supported languages. The PaaS
model is mostly suitable for web application hosting.
SOFTWARE-AS-A-SERVICE (SAAS)
Software applications reside on the top of the cloud computing stack. Services provided by this
layer can be accessed by end users through any web browser-enabled device. Therefore,
consumers are increasingly shifting from standalone computer programs to online software
services that offer the same functionally. Typical examples of these applications include word
processing, email, etc. This model of delivering applications, known as Software as a Service
(SaaS), alleviates the burden of software and hardware maintenance for customers and
simplifies development and testing for providers.
Figure 1 depicts the three cloud services models along with their most popular example use cases.

Figure 1. Cloud computing models at a glance.

Figure 2 depicts the separation of responsibilities between cloud consumers (Subscribers) and
providers (Resource owners) for each X-aaS model. The left column illustrates the full control of
the resource owner for an on-premises setup, while the last 3 columns display, from left to right,
the gradual loss of control/ownership of the consumers.
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Figure 2. Responsibilities matrix for cloud computing models.

5.2 Interoperability and portability
In the context of cloud computing, interoperability is the characteristic of two cloud infrastructures
to understand each other’s applications, data formats, authentication and authorization artefacts,
and in general to be able to use each other’s APIs for all the above mentioned functional aspects
[CSCC 2014].
It is important to mention that the higher we move in the Cloud hierarchy the more challenging
interoperability becomes. For example, on the IaaS level there are some well defined standards
for describing virtual machine images, application deployments, authentication credentials, etc.
This is because on the infrastructure layer there are many open and common technologies used.
On the PaaS and SaaS level in contrast, services expose functional and semantically diverse
features that prevent direct exchange of information and artifacts. In such cases it is necessary to
develop custom solutions to allow porting of applications and use data between two cloud
offerings.
Vendor lock-in has been recognized as one of the key factors that prohibit the optimal utilization
and widespread usage of cloud technologies. Towards this direction, cloud standards can play a
catalyzing role in helping different clouds to become interoperable and ensure that investment
from the point of view of the cloud users is not threatened. In the following paragraphs we take
a closer look at various aspects of cloud interoperability and the respective cloud computing
standards which as of the writing of this document are considered important for achieving
interoperable cloud services [SEI 2012].
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5.2.1 Resource management
One of the first aspects of cloud interoperability that the industry tried to facilitate was cloud
resource management, on the IaaS level. Interoperability in this case refers to the ability to
manage the most common IaaS cloud resources such as Virtual Machines, storage volumes,
networks, etc., programmatically, through common standard abstractions and APIs. This gave the
ability to end users to develop high-level applications and scripts that automate resource
provisioning and other common tasks of resource management. These APIs are an integral part of
computing practices like DevOps that fuses Development and Operations activities applying an
Infrastructure as Code approach.
At this moment the most popular widely used standards in this area are OCCI (Open Cloud
Computing Interface) and CIMI (Cloud Infrastructure Management Interface) which are part of
the international standardization processes. In parallel, commercial and open source cloud
offerings like Amazon EC2 and OpenStack provide their own means of performing these tasks.
Although the above cannot be considered standard in the strict sense, they have become de facto
tools for managing IaaS cloud resources and have been adopted by communities and tools
outside the borders of Amazon AWS and OpenStack initiative respectively.
OCCI
The Open Cloud Computing Interface (OCCI) comprises a set of open community-lead
specifications delivered through the Open Grid Forum188. OCCI is a protocol and API for all kinds
of management tasks. OCCI was originally initiated to create a remote management API for
IaaS model based services, allowing for the development of interoperable tools for common
tasks including deployment, autonomic scaling and monitoring. It has since evolved into a flexible
API with a strong focus on integration, portability, interoperability and innovation while still
offering a high degree of extensibility. The current release of the Open Cloud Computing
Interface is suitable to serve many other models in addition to IaaS, including, e.g., PaaS and
SaaS.
CIMI
Cloud Infrastructure Management Interface (CIMI) specification describes the model and protocol
for management interactions between a cloud Infrastructure as a service (IaaS) provider and the
consumers of an IaaS service. The basic resources of IaaS (machines, storage and networks) are
modelled with the goal of providing consumer management access to an implementation of IaaS
and facilitating portability between cloud implementations that support the specification.
CIMI includes a Representational State Transfer (REST)-style protocol using HTTP. However, the
underlying model is not specific to HTTP, and it is possible to map it to other protocols as well.
CIMI addresses the management of the lifecycle of infrastructure provided by a provider. CIMI
does not extend beyond infrastructure management to the control of the applications and
services that the consumer chooses to run on the infrastructure provided as a service by the
provider. Although CIMI may be to some extent applicable to other cloud service models, such as
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Platform as a Service ("PaaS") or Storage as a Service ("SaaS"), these uses are outside the
design goals of CIMI.
AMAZON WEB SERVICES EC2 API
Amazon Web Services (AWS)189 remains one of the most feature-full, popular and largest cloud
computing infrastructures available. An ecosystem of tools and APIs has been developed over the
years that offers the ability to end-user to manage programmatically all aspects of the service.
For what concerns EC2 (Elastic Compute Cloud), the IaaS part of AWS, Amazon provides tools
that enable the complete management of a VMs lifecycle including management of persistent
storage, public and private networks, monitoring of resources, etc. Although not a standard per
se, the management model reflected by these tools has considerably influenced the inception of
abstract cloud standards like OCCI and CIMI. In addition, it has triggered the development of
open-source counterparts, like Eucalyptus, that aim to replicate the EC2 IaaS model and provide
interoperability and cloud bursting capabilities between Amazon’s commercial services and third
party private clouds.
OPENSTACK COMPUTE API
OpenStack 190 provides a rich set of APIs that support management of a complete IaaS stack
including VMs (compute API), block storage, identity management, networking, etc. Similar to
Amazon EC2 APIs, OpenStack’s APIs are not a standard nor do they implement any of the open
standards available. Nevertheless, due to the popularity of OpenStack’s software platform and
the large install base at the moment, OpenStack APIs can be used as a blueprint for designing
cloud APIs for third party IaaS software stacks, enabling in this way interoperability with pure
OpenStack implementations. This is, for example, the case with Synnefo, the software that powers
GRNET’s Okeanos IaaS cloud, which along with a proprietary API implements OpenStack APIs
and provides almost 100% compliance and thus compatibility with third party OpenStack client
tools.
5.2.2 Data management
Data interoperability can be thought of in the context of the physical infrastructure (e.g.,
database migration), the virtual infrastructure (e.g., migrate VMs between IaaS clouds) and the
service level (e.g., information exchange data between applications). The key interoperability
issues concerning data management are migration and accessibility. Migration refers to the
transfer of data and content between storage platforms. Accessibility is the ability to use and
modify data and content stored in one cloud platform in the context of another e.g., store data
of the same type in different clouds, seamlessly exchange information between clouds and
services, or keep different storage spaces in sync for speed, backup and recovery.
Cloud data are either ephemeral or persistent. Ephemeral data are usually related to other
resources, i.e., the system disk volume of a virtual machine. Persistent data are stored as objects,
files or databases and are available independently of other resources, i.e., files in storage
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services or detachable/autonomous disk volumes. Transfer of persistent data is more
straightforward than ephemeral, due to the fact that context is essential for the latter.
Another major challenge is data portability between services. In many cases, the structure of
data is often designed to fit a particular form of application processing, and a significant
transformation is needed to produce data that can be handled by a different product.
The aforementioned challenges are being tackled by proposed common APIs and protocols by
the industry.
CDMI
Cloud Data Management Interface is a protocol for data administration and accessing cloud
storage, proposed by SNIA191. It defines RESTful HTTP operations for assessing the capabilities
of the cloud storage system, allocating and accessing containers and objects, managing users and
groups, implementing access control, attaching metadata, making arbitrary queries, using
persistent queues, specifying retention intervals and holds for compliance purposes, using a
logging platform, billing, moving data between cloud systems, and exporting data via other
protocols (e.g., iSCSI, NFS). Transport security is obtained via TLS.
AMAZON S3
Amazon Simple Storage Service (S3) is a storage service of Amazon Web Services (AWS) 192.
Data objects are accessible through REST, SOAP and BitTorrent. There is also a developer’s API
for implementing external applications. S3 has been the incentive for the implementation of
competitive standards and solutions by major organizations and companies in the industry (e.g.,
Google, OpenStack). S3 focuses on easy data management through the APIs. Due to the unique
way files are stored, data migration requires external tools and data transformation and
mapping. Many third party application or even storage services provide compatibility interfaces
with S3.
Amazon provides two more storage services: Glacier and EBS. Glacier promises high redundancy
and availability but low-frequent access and is intended for archiving. Elastic Block Storage (EBS)
is a block-storage service to support volumes for EC2 VMs. Interoperability for both services is
limited to exporting their data to S3.
OPENSTACK OBJECT STORAGE
OpenStack Object Storage (Swift)193 is a storage standard proposed by OpenStack. Data are
stored in hashed objects grouped in storage containers (similar to buckets). The design allows for
the utilization of different storage backends. It specifies a RESTful API and a python library for
uploading, downloading, accessing and modifying data and their properties, although libraries in
other languages have been developed by external contributors as well. OpenStack Object
Storage is widely adopted by the industry, either by providing compatibility or by developing
their own implementation of the proposed standard (e.g., GRNET Pithos+). Stored objects can be
transferred and mapped to other storage platforms with external tools.
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OpenStack also proposes a Block Storage standard (Cinder) for storing and managing disk
volumes. Depending on the implementation, volumes can be physically exported to Swift. On the
plus side, Cinder allows for detachable volumes, thus providing persistent data accessible to
multiple VMs in the same system.
MICROSOFT AZURE STORAGE
Azure is the proprietary cloud solution provided by Microsoft. The storage-related parts are
Blobs (similar to "objects")194, Tables (NoSQL data), Queue (message storage) and Files (similar
to "volumes"). Microsoft provides programming libraries for Blob in most popular languages, a
RESTful API and an OData API. Data migration between the various Azure storage components
requires external tools (e.g., to copy data from Files to Blobs, they have to be downloaded and
re-uploaded). The same holds when migrating data to other cloud platforms.
GOOGLE CLOUD STORAGE
The Google Cloud Storage195 is a storage IaaS by Google, where data is stored in objects and
buckets. It provides a RESTful online file storage web service for hosting data on Google
infrastructure, and a programming API in most popular languages. Google Storage features
interfaces for interoperability with S3 and OpenStack-based services 196 . It involves using
different storage platforms to run Google-based applications (and vice versa) as well as tools
for transferring data between Google and S3. Data stored in other Google Cloud services have
secure access to data stored in Google Storage, including applications deployed by users. It is
free of charge up to a limit (extra space is charged) and requires a Google account.
5.2.3 Identity Management
Identity management resides at the heart of every cloud system. Typically, cloud infrastructure
software relies on an identity management subsystem which implements authentication, access
control and accounting policies on the IaaS level with respect to security and simplicity. Internally,
a cloud identity manager should orchestrate the various cloud services (e.g., quota management,
sharing, etc.). Externally, it controls federated authentication and access rights to the
infrastructure.
In a world of multiple and diverse cloud solutions, the ability to authenticate, identity and assess
users across multiple identity managers is of paramount importance. The industry has designed
and proposed a number of protocols, standards and methodologies to tackle this issue. Typically,
they obtain trust by relying on external organizations or federations and they are evaluated by
the level of security but also the level of flexibility they provide to external users and client
applications.
PKI BASED AUTHENTICATION
The term Public Key Infrastructure (PKI) describes a set of policies and procedures regarding the
utilization of public-key encryption and digital certificates to facilitate the secure transfer of
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information. PKI binds public keys with respective user identities by means of a certificate
authority (CA). A third party validation authority (VA) can provide information on behalf of the
CA and registration authority manages the binding of identities to the authorities. User
certificates can also be self-signed, in which case trust is obtained with procedures unrelated to
PKI.
PKI allows the secure sharing of resources on diverse clouds to certified users, e.g., by providing
TSL/SSL access to multiple VMs independently of the location or the technology of the
infrastructure or using encryption to maintain security and control accessibility on data stored in
diverse storage facilities of varied security levels. Virtual resource administrators can create and
manage virtual wallets on IaaS or PaaS levels to simplify the management of user access. Most
clouds provide tools for managing public keys on IaaS level (e.g., AWS KMS, Okeanos Public
Keys) or just allow the creation of VMs with preset public key access (e.g., OpenStack
personality).
SAML 2.0
Security Assertion Markup Language 2.0 (SAML 2.0) is a standard ratified by OASIS for
exchanging authentication and authorization data between security domains. It proposes an XMLbased protocol that uses security tokens to pass information about a user between identity
authorities and service providers. It supports cross-domain single sign-on (SSO) by secure
exchanging of metadata between the user agent, the service provider and the identity authority,
thus allowing diverse clouds to use a single identity authority.
SHIBBOLETH
Shibboleth is an SSO system designed for federations like universities or public service
organizations. Shibboleth 2.0 has an open source implementation for identity management and
federated identity-based authentication and access control, based on SAML 2.0. Federated
identity allows the sharing of information about users between security domains and other
organizations or federations (e.g., eduGAIN and european academic institutions). This allows for
cross-domain SSO and removes the need for content providers to maintain user names and
passwords.
OPENID
OpenID is a decentralized open standard proposition by the OpenID foundation. It allows users
to be authenticated by co-operating sites through a third party service, focusing on providing
users with identity consolidation functionalities. Several major web services accept and even
provide OpenIDs. It has been designed with user convenience in mind and facilitates global
identities (as opposed to federated identities in Shibboleth). The OpenID standard provides a
framework for the communication that must take place between the identity provider and the
OpenID acceptor. It also facilitates the transfer of user attributes from the OpenID identity
provider to the relying party.
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OAUTH 2.0
OAuth is an open standard for authorization, designed to provide secure access to client
applications over HTTP. In principle, the client acquires access tokens by an authorization service
with the approval of the resource owner, in order to securely access specific restricted resources
provided by the later. OAuth 2.0 is the latest version of OAuth and focuses on client developer
simplicity and fine grained authorization flows for different types of applications, by
implementing action-specific tokens. Many popular clouds provide OAuth authentication (e.g.,
Azure, OpenStack, Google cloud).
5.2.4 Application development and deployment
When porting an application to a multi-cloud environment, one is often faced with a problem:
how to integrate with different clouds that provide and implement different management APIs?
This is the case where abstraction cloud libraries come into play. These libraries provide an
abstraction layer to the end programmer, giving the ability to use the same API calls in order to
communicate with different cloud providers on the IaaS layer. They also hide away the
peculiarities of a specific cloud provider, by offering a unified abstract view of the IaaS layer
capabilities (e.g., start a VM, stop a VM, attach extra disk space, etc.)
Currently, there are several different options when choosing an abstraction library for a project.
Some of these libraries are language-specific; others are more generic and provide support for
different languages. In principle, any cloud provider can potentially be supported by an abstract
library. Popular IaaS clouds like Amazon EC2, OpenStack, RackSpace, etc. are usually supported
out of the box. What is more important, these libraries are open-source, extensible software, thus
anyone can write their own plugin in order to enable support for any other non-common API.
Below is a sample of the most popular abstraction libraries nowadays.
APACHE LIBCLOUD197
Libcloud is a standard Python library that abstracts away differences among multiple cloud
provider APIs. The current version allows users to manage four different cloud resources: Cloud
Servers, Cloud Storage, Load Balancers as a Service and DNS as a Service.
JCLOUDS198
jclouds is one of the most popular solutions, supporting Java and Clojure. The library currently
provides plugins for 30 cloud providers and cloud software stacks including Amazon, Azure,
GoGrid, Ninefold, OpenStack, Rackspace, and vCloud.
δ-CLOUD199

Deltacloud is an open source Apache project written in Ruby that provides not one but three
different APIs for simple any-platform access to a large number of cloud providers. In particular,
deltacloud provides a RESTful API, a CIMI-compliant API and a proprietary API. Being RESTful
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implies that actually many different languages can be used. Currently the solution itself comes
with client libraries for most popular languages.
Table 17 depicts the main features of each cloud API solution (Euro-Par 2014).
Table 17. Comparison table for cloud API libraries

Features

Libcloud

Type Library
Programming Python
language
Supported providers 38 cloud providers

Supported operations Compute, Storage,
Network
Platform integration Drivers
API
Other interfaces
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jclouds

δ-cloud

Library

Framework

Java

Ruby

30 cloud providers

17 cloud providers

Compute, Storage

Compute, Storage,
Network

Maven dependencies

Drivers
REST, CIMI, AWS
Web dashboard
Ruby client
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Automatic configuration management
Managing a fully distributed application on the cloud means frequent deployments of largely
identical virtual servers. A way of automating their configuration and maintenance has led to the
emergence of several “automatic configuration technologies”, under the umbrella term
“Infrastructure as Code”. Each technology aims at enabling the simplification of the orchestration
across the production environment in order to provide a standard, consistent and portable
deployment.
ANSIBLE200
Ansible is an open source tool used to deploy applications to remote nodes and provision servers
in a repeatable way. It provides a common framework for pushing multi-tier applications and
application artifacts using a push model setup, although it can be set up to function in a masterclient model. Ansible is built on playbooks, plain text descriptions expressed in YAML, that can
apply to an extensive variety of systems for fully deploying an application. Ansible ships with a
number of modules (called the ‘module library’) that can be executed directly on remote hosts or
through playbooks. Ansible is SSH-based and does not require an agent running on the clients.
CHEF201
Chef operates on a master-client model, with a separate workstation to control the master node.
Based on the Ruby programming language, it uses the notion of recipe, expressed in JSON, to
clearly define the set of operations to be applied on each client. Managing infrastructure using
Chef is a case of specifying what resources are needed and how they interact with one another.
Chef can work on standalone or central server mode.
PUPPET202
With a long history, Puppet is a tool with full-fledged configuration management capabilities. It is
also based on Ruby, but uses a customized Domain Scripting Language (DSL) closer to JSON. It
runs as a master-client setup, requiring a central server to co-ordinate secrets, configurations, and
recipes. It utilizes the pull model: a process runs continuously applying the rules on a regular basis
by asking the server what rules to run. Puppet uses a declarative language to define its
configuration items. This declarative nature creates an important distinction between Puppet and
other configuration tools. A declarative language makes statements about each clients’
configuration state — for example, it declares that a package should be installed or a service
should be started.
SALTSTACK203
Saltstack is a CLI-based tool that can be setup either as a master-client model or a noncentralized model. Based on Python, it offers a push method and an SSH method of
communicating with clients. Salt runs as a daemon process for both the master and the client.
When the master process comes up, it provides a location (socket) where clients can “bind” and
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watch for commands. The default configuration uses YAML as the standard data format. Salt uses
client grouping and configuration templates in order to simplify the control of the environment.
JUJU204
Juju is a service orchestration management tool, allowing software to be quickly deployed,
integrated and scaled on a wide choice of cloud services or servers. The central mechanism
behind Juju is called charms. Charms can be written in any programming language that can be
executed from the command line. A Charm is a collection of YAML configuration files and a
selection of "hooks". A hook is a naming convention to install software, start/stop a service,
manage relationships with other charms, etc.
Comparison
A comprehensive comparison of automatic configuration management tools is found in
Wikipedia205. For the purposes of the OpenMinTeD project, Ansible seems the closest to one-sizefits-all choice. It has a user friendly syntax for playbooks and configuration template files, needs
no installed software on clients (agentless), and works on all major OS. It also comes with a wide
range of modules included, and integrates with AWS, Docker and OpenStack.
5.2.5 Application portability
Standards for application portability enable the transfer of user workloads between cloud
resource providers. In this section we consider standards in the IaaS layer. We start by looking
into the various image formats used for storing VM images and their state. The ability to use
same image formats between clouds fundamental for enabling portability. The next level is the
ability to describe image contents and high-level information through standard metadata
formats. In the latter context XML-based standards like OVF and TOSCA have gained significant
momentum and promise to solve many of the interoperability issues of IaaS clouds.
File image formats
Image files offer means for low level storage and representation of Virtual Machine contents. As
such, they are a core artefact for storing applications potentially along with state and data, and
can be used for transferring them between different cloud providers. Table 21 summarizes the
most popular file formats available.
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Table 18. File image formats.

Format

Description

Raw

An unstructured disk image format. It contains a bit by bit representation of the image
representation. No compression is applied and does not contain metadata information.

VHD

The VHD disk format is a common disk format used by virtual machine monitors from
VMware, Xen, Microsoft, VirtualBox, and others. A VHD file represents a virtual hard
disk drive (HDD). It may contain what is found on a physical HDD, such as disk partitions
and a file system, which in turn can contain files and folders. It is typically used as the
hard disk of a virtual machine. The format was created by Connectix for their Virtual
PC product, known as Microsoft Virtual PC since Microsoft acquired Connectix in 2003.
Since June 2005, Microsoft has made the VHD Image Format Specification available to
third parties under the Microsoft Open Specification Promise.

VMDK

Common disk format supported by many common virtual machine monitors. Developed
by VMWare to mimic the operation of physical disk. Virtual disks are stored as one or
more files on the host computer or remote storage device, and appear to the guest
operating system as standard disk drives.

VDI

Supported by VirtualBox virtual machine monitor and the QEMU emulator.

QCOW

A file format for disk image files used by QEMU. It stands for "QEMU Copy On Write"
and uses a disk storage optimization strategy that delays allocation of storage until it is
actually needed. Files in qcow format can contain a variety of disk images which are
generally associated with specific guest operating systems.

ISO

An archive format for the data contents of an optical disc, such as CD-ROM. Popular
format for storing OS releases and as such is commonly used for building VM golden
images.

AKI

An Amazon kernel image.

ARI

An Amazon ramdisk image.

AMI

An Amazon machine image.

Portability of image formats depends on the specific Virtual Machine Management platform.
Some platforms accept more than one image formats and allow direct importing in what the
platform considers the native image format. E.g., VirtualBox uses VMDK but can also
import/export QCow images. Third party utilities exist that allow the transformation of one
image format to another thus enabling VM and Application portability. In the case of complex
applications that rely on composition of two or more VMs, a certain amount of effort is required
to redefine the deployment schema while porting an application through VMs to a different
cloud.
OVF
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The Open Virtualization Format (OVF) Specification describes an open, secure, portable, efficient
and extensible format for the packaging and distribution of software to be run in virtual
machines. The key properties of the format are the following:
 support for content verification and integrity checking based on industry-standard public key
infrastructure, and it provides a basic scheme for management of software licensing.
 support for validation of the entire package and each virtual machine or metadata
component of the OVF during the installation phases of the VM lifecycle management process.
It also packages with the package relevant user-readable descriptive information that a
virtualization platform can use to streamline the installation experience.
 supports both standard single VM packages and packages containing complex, multi-tier
services consisting of multiple interdependent VMs.
 OVF is virtualization platform neutral, while also enabling platform-specific enhancements to
be captured. It supports the full range of virtual hard disk formats used for hypervisors today,
and it is extensible, which allows it to accommodate formats that may arise in the future.
Virtual machine properties are captured concisely and accurately.
 OVF does not rely on the use of a specific host platform, virtualization platform, or guest
operating system.
 the standard is immediately useful, and extensible. It is designed to be extended as the
industry moves forward with virtual appliance technology. It also supports and permits the
encoding of vendor-specific metadata to support specific vertical markets.
 support for user-visible descriptions in multiple locales, and it supports localization of the
interactive processes during installation of an appliance. This capability allows a single
packaged appliance to serve multiple market opportunities.
OVF has arisen from the collaboration of key vendors in the industry, and it is developed in an
accepted industry forum as a future standard for portable virtual machines. It is not an explicit
goal for OVF to be an efficient execution format. A hypervisor is allowed but not required to run
software in virtual machines directly out of the Open Virtualization Format.
TOSCA
TOSCA (Topology and Orchestration Specification for Cloud Applications) is an OASIS open
standard that defines the interoperable description of services and applications hosted on the
cloud and elsewhere; including their components, relationships, dependencies, requirements, and
capabilities. As a result, it enables portability and automated management across cloud
providers regardless of underlying platform or infrastructure; thus expanding customer choice,
improving reliability, and reducing cost and time-to-value. These characteristics also facilitate the
portable, continuous delivery of applications (DevOps) across their entire lifecycle. In short, they
empower a much higher level of agility and accuracy for business in the cloud. TOSCA enables
business to capture and automate the use of expert knowledge so that service and application
requirements could be automatically matched to corresponding cloud service provider
capabilities, thus enabling a truly competitive ecosystem where cloud platform and service
providers can leap beyond commoditization in order to compete, innovate and better serve the
accelerating needs of cloud-based businesses.
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5.2.6 Containers
Containers rely on Linux kernel namespaces and control groups (cgroups) to facilitate secure,
sandboxed environments that are semantically equivalent but more lightweight and portable
than virtual machines. Typically, the host machine is controlled by a clean and minimal base Linux
OS while any software stack runs in a container. The mechanism allows plenty of flexibility to the
system operators, software deployers and developers, since they can configure and deploy
diverse or even antagonistic software stacks and versions on the same host and simplifies the
process of launching and revoking them on demand. They are particularly useful for porting
whole software stacks and setups from host to host with minimal effort or reconfiguration.
Almost all container systems are currently limited to run only on Linux, mostly due to the fact that
the Linux kernel provides the cgroups functionality which allows limitation and prioritization of
resources (CPU, memory, block I/O, network, etc.) and namespace isolation. There are initiatives
to develop container-like systems on other platforms too, for instance FreeBSD jail, Solaris
Containers, Docker for Windows, etc.
DOCKER206
Docker is a technology and a software that provides a runtime engine for deployment of Linux
containers, typically over LXC. Every Docker container can be ported as-is to another host OS
and is guaranteed to execute in exactly the same way.
Beyond the runtime engine that creates and runs Docker containers (runtime environments) from
images (build-time environments), the Docker software stack provides the following capabilities:
 Docker Compose defines multi-container applications, described in a plain text file, called
"Dockerfile"
 Docker Hub, the company's hosted registry service for managing images
 Docker Registry provides open source Docker image distribution
 Docker Trusted Registry (DTR) supplies a private dedicated image registry
 Docker Swarm hosts clustering and container scheduling
 Kitematic, the desktop GUI for Docker.
LXC207
Linux Containers (LXC) is an OS-level virtualization environment for running isolated Linux systems
on a single Linux host. LXC provides operating system-level virtualization through a virtual
environment that has its own process and network space. It can be used as a Docker driver or
independently. Starting with the LXC 1.0 release, it is possible to run containers as regular users
on the host using "unprivileged containers".
VIRTUOZZO AND OPENVZ208
Virtuozzo is a proprietary OS-level virtualization system for Linux and Windows hosts, tailored to
meet the needs of enterprises. OpenVZ209 is an open source OS-level virtualization system that
provides containers, virtual private servers (VPSs) and virtual machines (VMs) using a single
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patched Linux kernel, therefore running only on Linux. Both systems provide a high level of
isolation and feature some hypervisor capabilities and they allow for the migration of containers
between hosts of the same type.
5.2.7 Cloud marketplaces
A cloud marketplace provides customers with access to software applications and services that
are built on, integrate with or complement the cloud provider's offerings. A marketplace typically
provides customers with native cloud applications and approved (certified) appliances created
by third-party authors. Applications from third-party developers not only help the cloud provider
fill niche gaps in its portfolio and meet the needs of more customers, but also provide the
customer with peace of mind by knowing that all purchases from the vendor's marketplace will
integrate with each other smoothly.
Interoperability on the marketplace level suggests that a potential end-user can query multiple
marketplaces from different cloud providers and that these appliances are usable in different
clouds and not only for the originating provider hosting of the marketplace. This, on the IaaS
layer at least, requires that marketplaces utilize open standard formats to store VM appliances
and that they use common formats for expressing application metadata, and that the metadata
are searchable through common vocabularies and query expressions. In the latter case,
application description standards like TOSCA can play an important role for enabling
marketplace interoperability and integration.
Examples of cloud marketplaces include:
 AWS Marketplace: helps customers find, buy and use software and services that run in the
Amazon Elastic Compute Cloud (EC2).
 Oracle Marketplace: offers a comprehensive list of apps for sales, service, marketing, talent
management and human capital management.
 Microsoft Windows Azure Marketplace: an online market for buying and selling Software as
a Service (SaaS) applications and research datasets.
 Salesforce.com's AppExchange: provides business apps for sales representatives and customer
relationship management (CRM).

5.3 Cloud computing standards organizations and initiatives
A significant number of organizations and consortia are currently active in the area of cloud
computing standardization. These groups will typically focus on different levels of a cloud
architecture and the may or may not have commercial interest in standards exploitation. In Table
19and below we briefly present the most significant standardization initiatives since it is worth
keeping an eye on their work and the area of application. Table 23 summarizes initiatives and
international projects whose mandate and goal are relevant to cloud computing interoperability
issues.
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Table 19. Cloud computing standard organizations and initiatives.
Acronym

Description

Cloud-related
standards

SNIA

The Storage Networking Industry Association (SNIA) is an association of CDMI
producers and consumers of storage networking products. Its members are
dedicated to "ensuring that storage networks become complete and trusted
solutions across the IT community". SNIA works towards this goal by forming and
sponsoring technical work groups, by producing the Storage Developers
Conference (SDC) and Data Storage Innovation (DSI) conferences, by building
and maintaining a vendor neutral Technology Center in Colorado Springs,
Colorado, and by promoting activities that expand the breadth and quality of
the storage networking market.

OGF

Open Grid Forum (OGF) is a leading standards development organization OCCI
operating in the areas of grid, cloud and related forms of advanced distributed
computing. The OGF community pursues these topics through an open process for
development, creation and promotion of relevant specifications and use cases.

OASIS

OASIS is a non-profit consortium that drives the development, convergence and
adoption of open standards for the global information society. OASIS promotes
industry consensus and produces worldwide standards for security, Internet of
Things, cloud computing, energy, content technologies, emergency management,
and other areas. The consortium has more than 5,000 participants representing
over 600 organizations and individual members in more than 65 countries.

CAMP
IDCloud
SAF
TOSCA
CloudAuthZ
PACR

ETSI

ETSI, the European Telecommunications Standards Institute, produces globally- TC Cloud
applicable standards for Information and Communications Technologies (ICT),
including fixed, mobile, radio, converged, broadcast and Internet technologies.
ETSI is a not-for-profit organization with more than 800 member organizations
worldwide, drawn from 64 countries and five continents. Members include the
world’s leading companies and innovative R&D organizations.

DMTF

The DMTF (Distributed Management Task Force) is an industry standards OVF
organization working to simplify the manageability of network-accessible
CIMI
technologies through open and collaborative efforts by leading technology
companies. The organization spans the globe with member companies and
alliance partners from varied industry sectors, led by a board of directors from
Broadcom Corporation; CA Technologies; Dell; Emerson Network Power; Hitachi,
Ltd.; Hewlett Packard Enterprise; Intel Corporation; Lenovo; Microsoft
Corporation; NetApp; Software AG; Telecom Italia and VMware, Inc.
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Table 20. Initiatives relevant of cloud computing interoperability issues.

Acronym

Description

NIST210

The US National Institute of Standards and Technology has an established
cloud computing programme. The long term goal of the programme is to
provide thought leadership and guidance around the cloud computing
paradigm to catalyse its use within industry and government. NIST aims to
shorten the adoption cycle, which will enable near-term cost savings and
increased ability to quickly create and deploy enterprise applications.
NIST aims to foster cloud computing systems and practices that support
interoperability, portability, and security requirements that are
appropriate and achievable for important usage scenarios.

CloudWatch211

CloudWATCH is a European observatory which focuses on Cloud policies,
standard profiles and services. It is a EU project funded under FP7. The
project aims to increase the awareness of cloud computing standards and
is continuously evaluating interoperability barriers and promotes
standards adoption by cloud providers and cloud consumers alike. The
project has established the CloudWatch Hub, an online registry of cloud
related activities in Europe, including EU funder projects, standardization
organizations, academic research etc.

PaaSport212

PaaSport is an EU funded project under FP7. The project’s goal is to
enable European Cloud vendors (in particular SMEs) to roll out
semantically interoperable PaaS and to enable European Software SMEs
to deploy business applications on the best-matching Cloud PaaS and to
seamlessly migrate these applications on demand. PaaSport contributes to
aligning and interconnecting heterogeneous PaaS offerings, overcoming
the vendor lock-in problem and lowering switching costs.

PaaSage213

PaaSage is an open and integrated platform, to support both
deployment and design of Cloud applications, together with an
accompanying methodology that allows model-based development,
configuration, optimization, and deployment of applications
independently of the existing underlying Cloud infrastructure technology.
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5.4 Production and commercial cloud offerings
Below we briefly present a short survey of popular cloud offerings which are either significant
due to their breadth and popularity or in the case of Okeanos, directly relevant to OpenMinTeD
infrastructure.
AMAZON EC2 AND S3214
The Elastic Compute Cloud (EC2), is the IaaS part of Amazon Web Services Cloud, and offers
Xen-based virtual servers (instances) that can be instantiated from Amazon Machine Images
(AMIs). Instances are available in a variety of sizes, operating systems, architectures and prices.
CPU capacity of instances is measured in Amazon Compute Units. Each instance provides a
certain amount of nonpersistent disk space; a persistent disk service (Elastic Block Storage) allows
attaching virtual disks to instances. In summary, Amazon EC2 provides the following features:
multiple data centres available in the US (East and West) and Europe; CLI, Web services (SOAP
and Query), Web-based and console UI; access to VMs mainly via SSH (Linux) and Remote
Desktop (Windows); automatic scaling; load balancing.
Amazon Simple Storage Service (S3) 215 , provides online object storage for the AWS users.
Amazon S3 is managed through a simple web service and command-line interface. It offers a
range of storage classes designed for different use cases (general-purpose storage of frequently
accessed data, long-lived but less frequently accessed data, and long-term archive). S3 can be
used alone or together with other AWS services such as EC2 and AWS Identity and Access
Management (IAM), as well as third party storage repositories and gateways. Amazon S3 is also
integrated with Hadoop, and can be used as a storage backend instead of HDFS.
RACKSPACE216
Rackspace is a founder of OpenStack, offering a portfolio of IT services, including Managed
Hosting and Cloud Computing. The company’s IaaS software services that power up the virtual
infrastructure are the following:
 Cloud Servers provides computing power
 Cloud Networks creates an internal network of cloud servers
 Cloud Block Storage emulates a removable disk, which can be transferred from one cloud
server to another
 Cloud Images preserves a consistent starting point for new Cloud Servers instances
 Cloud Files provides long-term storage for an unlimited number of objects
 Additional services such as user authentication, load balancing, and event monitoring.
MICROSOFT AZURE 217
Microsoft Azure, the company’s full cloud platform, provides scalable and high available IaaSand PaaS-services on a hybrid platform. The IaaS (named virtual machines) offering easy VM
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deployment integrated with community-driven solutions like Chef, Puppet and Docker, along with
other products like Oracle Database and Oracle WebLogic Server.
Azure PaaS provides platform APIs to build and host applications on the cloud, for both
Windows and Linux VMs. It uses the virtual hard disk (VHD) format which enables to interact with
other virtualization platforms (e.g. Microsoft Hyper-V, Virtualbox). Microsoft platform originated
from the notion of facilitating app deployment for developers who are familiar with Microsoft
Visual Studio and .Net programming environments, but emerged as a platform for web
applications hosted on the cloud.
Languages supported: Java, Python, PHP, .NET, Node.js, Ruby, Mobile (iOS, Android, Windows)
and Media Services.
GOOGLE CLOUD PLATFORM
Google provides both IaaS and PaaS solutions, running on the Google data center. Compute
Engine218 offers tooling and workflow support for running VMs, scaling from single instances to
global, load-balanced cloud computing. VMs can have multiple flavors regarding hardware
specs; hard disk type (normal or SSD); Linux and Windows support; Google (Docker) container
engine.
Google App Engine219 is Google’s PaaS offering. It uses application containers with defined API
and services, thus enabling users to develop and execute web apps on the Google infrastructure
without having to manage servers. GAE provides four programming languages, various kinds of
data storage, including MySQL databases and proprietary storage types, on demand pricing
model and offers proprietary APIs and SDKs.
Languages supported: Java, Python, PHP, and Go.
~OKEANOS/CYCLADES AND PITHOS+
Cyclades220 is the compute service of Okeanos IaaS. It is implemented, supported and provided
by GRNET as an open source software, offering a compute service to academic and research
communities. It is fully compatible to OpenStack specifications and facilitates virtual machines
over predefined system images. It features advanced networking capabilities (private networks
on demand, detachable IPs), a public key wallet, detachable disk volumes, a friendly web UI
with browser graphic VM access, a RESTful API, python API libraries and command line tools for
administration and development. Interoperability is maintained through compatibility with
OpenStack, the support for PKI on VM level, the utilization of OAuth authentication and the
association with other institutions through GEANT’s Shibboleth mechanism.
Pithos+ 221 is the storage service of ~okeanos IaaS. It is also implemented, supported and
provided by GRNET as an open source software, offering a storage service to academic and
research communities. It is an OpenStack compatible object storage service. Internally, it features
data deduplication and object hashing. It is accessible through a RESTful API, a web UI, a python
API library and command line tool. The image service of Cyclades relies on Pithos+ to store
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system images, while disk volumes are potentially exportable to Pithos+ storage space. Access to
Pithos+ is controlled by the same mechanisms as in Cyclades.
DROPBOX222
Dropbox is a proprietary file hosting system provided by Dropbox Inc. targeted to catering end
user needs (syncing, sharing, client user experience). From the functional point of view, syncing
and sharing are limited to the scope of single local folder per user. Billing is flexible, with users
starting with an adequate free service and a number of offers and expansion packages. It
supports SSO and OAuth and provides APIs in many languages (Python, .NET, Java, Javascript,
PHP, Ruby). Dropbox also provides an API for integration with OpenStack storage.
BOX223
Box is proprietary file storage and content management service. It offers a limited free service
and a number of paid packages, tailored to enterprise needs. It features sharing and
collaboration tools and it can be integrated with google apps. From the integration point of view,
it does not support linux or other unix platforms (except from Android) and it lacks an open
authentication mechanism. The company has release the OpenBox client which in some cases can
solve some of these interoperability limitations.

5.5 Distributed Processing
In this section we take a brief look into popular distributed processing platforms that are
commonly used to provide cloud PaaS solutions usually in the context of Big Data and Analytics
processing. As mentioned, standardization at this level is difficult to attain, due to the diversity of
architectures and of the problems these solutions try to solve. Thus, the trend at this level usually is
to adopt de-facto and/or popular APIs and tools, in an attempt to ensure wider application
scope and larger tool-base. Table 24 offers a comparison of Hadoop software stack providers.
5.5.1 MapReduce & Apache Hadoop
MapReduce is the most prevalent abstraction model for batch big data processing. It distributes
the algorithmic code and the data to smaller parts and assigns them for execution to each node
of a larger cluster (Map phase). Following that, results from each node are synthesized to
compute the final solution (Reduce phase). MapReduce was originally used at Google in order to
manage the huge data structures needed for web search. The most widely used open source
implementation of the MapReduce paradigm is Apache Hadoop 224 . Fully developed as an
ecosystem now [White 2015], Hadoop allows end users to write their MapReduce algorithms
using many programming languages (Java, Python, C, among others) while offering the following:
 the Hadoop Distributed Filesystem (HDFS), for storing the cluster data, ready with file
replication capabilities
 the MapReduce programming model
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 the complete cluster, node and job management, so every job is assigned to nodes, executed
and monitored by the system
 the capability to scale out linearly by adding new nodes to the cluster
 no need for expensive hardware
Around this “basic” system, several other open source projects have been developed to offer a
richer and broader range of applications including:
 SQL-like queries (Hive, Pig)
 NoSQL databases (HBase)
 Data streaming from/to HDFS (Flume, Sqoop, Kafka)
 Workflow and orchestration (Oozie)
 Machine learning libraries (Mahout)
 Real-time and interactive data processing (Spark, Flink)
5.5.2 Distributed processing providers
AMAZON ELASTIC MAPREDUCE (EMR)
Amazon offers cloud big data processing services through EMR which is based on Hadoop and
tightly coupled with EC2, S3 and other Amazon Web Services. Through a user friendly web
interface, users can create a multi-node Hadoop cluster with a variety of options (VM type,
additional Hadoop software components, etc.) and supply jobs. Moreover, they can monitor the
status of each job, as well as the whole cluster. A major advantage of EMR is the integration with
the S3 storage system, since Hadoop has built-in support for S3, allowing the de-coupling of
processing power from the storage infrastructure.
CLOUDERA CDH
The Cloudera distribution is offered as an open source Hadoop solution by the company.
Additional support is provided through commercial products. CDH contains a rich Hadoop
ecosystem, with many components pre-installed. Two key differentiating factors for the CDH
distribution are (1) the Cloudera Manager which is a wizard for streamlining the creation of a
multi-node Hadoop cluster and (2) the inclusion of Hue (Hadoop User Interface), a unified web
GUI platform for managing all of the installed software.
MAPR
MapR also follows the open and commercial support model for Hadoop. The company
contributes to Apache Hadoop projects like HBase, Pig, Hive, and ZooKeeper. MapR was
selected by Amazon to provide an upgraded version of Amazon's Elastic MapReduce (EMR)
service and has also been selected by Google as a technology partner.
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MapR provides three versions of their product known as M3, M5 and M7. M3 is a free version of
the M5 product with degraded availability features. M7 builds on M5, adding the capability of
HBase API directly in the file-system layer.
HORTONWORKS
Hortonworks develops and offers the Hortonworks Data Platform (HDP). The Hortonworks team
actively contributes to the design, development, and testing of Apache Hadoop. HDP provides
the actual Apache-released versions of the components with all the latest enhancements to make
the components interoperable in the production environment, and an installer that deploys the
complete Apache Hadoop stack to the user’s cluster. Furthermore, the company has developed a
Windows Hadoop stack.
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Table 21. Comparison between Hadoop software and providers.

Features Amazon

MapR

Horton

Cloudera

Works
Product Name Elastic
MapReduce
(EMR)

MapR

Hortonwork data
platform

Cloudera
Hadoop
Distribution

Free edition

MapR M3

HDP

CDH

Hadoop Hive, Hue,
components Mahout, Pig,
Spark

Cascading, Drill,
Flume, HBase, Hive,
Hue, Impala, Juju,
Mahout, Oozie, Pig,
Solr, Spark, Sqoop,
ZooKeeper

Hive, Pig, Spark,
Zookeeper, HBase,
Ambari, Storm,
Kafka, Cascading

Hue, Hive, Oozie,
Pig, Spark,
Zookeeper, Avro,
Flume, HBase,
Sqoop, Mahout,
Whirr

HDFS, HttpFS

HDFS, WebHDFS

HDFS, Fuse-DFS

Kerberos

Kerberos
(authentication)

Cloudera Manager

Storage systems HDFS, S3
Security Amazon account,
EC2 keypair

XASecure
(management)

Admin Interface Web and CLI
Administrative
interfaces

Installation Wizard

Administrative
interfaces

Kerberos, rolebased
administration and
audit trails

Apache Ambari

Cloudera Manager

MapR Heatmap
cluster administrative
tools

Monitoring,
administration and
lifecycle management
for Hadoop clusters

Centralized
management and
alerting

MapR quick installer

Apache Ambari

Cloudera Manager
Wizard-based
deployment
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6. Legal Issues
TDM must be conducted in compliance with the applicable legal framework. The area of
Intellectual Property law — with copyright and database rights in the spotlight — is likely the
most relevant and problematic under this standpoint. The legal framework does not always
present itself as a clear and coherent system of rules and exceptions, but rather as a patchwork
of unclear rules and undefined exceptions. This situation often contributes to stifle the scientific
activity of researchers and therefore needs to be addressed. Accordingly, this part of the report
focuses on the relevant IP rights. Copyright in the content and/or in the database structure and
the Sui Generis Database Right (SGDR) in qualifying DBs are likely to be present in most of the
resources that miners intend to analyze. In these cases, it can be said that the resources are under
an “all rights reserved” default rule, making it necessary therefore to verify under which
conditions the use and further distribution of the original and of the mined content is permitted.
These conditions are usually, though not necessarily, contained in licenses or other documents
intended to regulate the use of specific content, tools or services (aka copyright licenses, public
licenses, Terms of Use, Acceptable User policies, Service Level Agreements, etc.) and build upon
the aforementioned (IP) property rights (and exceptions). Unfortunately, in many instances the
legal documents that regulate the use and reuse of the DB or other resources appear as lengthy
and complex ad hoc (i.e., not standardized) legal agreements that the researcher is not prepared
or trained to understand. This is not only a question of possessing the proper legal skills, but also
a matter of transactive costs: even in those situations where a specifically trained lawyer is
available, the number of legal documents to be analyzed and the lack of standardization in the
documents, clauses and conditions employed sharply contrast with the scientific and academic
needs of clear, efficient and interoperable rules on use and reuse of sources. An example can
illustrate the situation. Even if some DBs are said to be Open Access, this term.beside having
received a rather clear definition, is nonetheless inappropriately employed in a variety of forms
that not only may imply different legal requirements but even be in contrast with each other.
More importantly, Open Access is a (fundamental) statement of principles that has to be properly
translated in appropriate legal documents (licenses), whereas merely stating that a resource is
OA only adds confusion and uncertainty in a field in deep need of the opposite. In other words,
due to the inconsistent and inappropriate use of the term Open Access often it is not possible to
combine two resources released under the same “Open Access label”, regardless of the intention
of the right holders. While it is clear that the reason for such an inefficient situation does not rest
with the concept of Open Access itself but rather with an incorrect use of the term, the resulting
situation is one where use and reuse of information is stifled, not facilitated.
From an interoperability point of view, it is important to consider what happens when several
resources with different licenses are required to interact. Each license may have different
requirements and conditions regulating the use of the resulting content. A lack of license
standardization and interoperability is a clear stumbling point to researchers who wishes to
adopt TDM in their research. Both deeper and clearer interoperability rules between these
licenses are essential for the swift adoption of TDM outside of its own community.

Public

Page 96 of 112

Interoperability Landscaping Report

In this section, we have categorized the different forms of licenses and/or service agreements
into the following structure: Firstly, “Content licensing” covers licenses which are attached to
specific corpora and other static resources. Secondly, “Tools licensing”, looks at the licenses
attached to different tools such as software. The third category, “Terms of Use” considers
agreements which are attached to specific services, such as those provided as part of a web
interface for TDM.

6.1 Content licensing
From a legal standpoint, content usually refers to data, alphabetic or numerical entries, texts,
articles, papers, collections of words such as vocabularies and corpora usually organized in forms
of databases. It is important to note that this “content” can receive different types of protection:
 copyright, usually on the single elements of the database when these are original works of
authorship (e.g., scientific papers)
 the sui generis database right (SGDR) on databases that were made thanks to a “substantial
investment”
As a matter of fact, copyright could also protect the database as such, but this is only possible
when the database structure (the selection or arrangement of contents) is original in the sense of
the author's own intellectual creation. This latter situation is not common for many databases in
the scientific field and more importantly the scope of protection only extends to the structure of
the database and not to its content. Therefore, for the purpose of most, if not all, TDM activities,
this form of protection is not relevant. What can represent a real barrier to TDM are the two
other forms of protection: copyright on the elements of the database and the SGDR on the
database itself.
Copyright on the elements of a database (DB): copyright protects works of authorship such as
scientific, literary or artistic works. Therefore, when a DB is composed by journal articles, original
photographs, musical compositions, etc., these will most likely be protected by copyright. Other
items such as sound recordings, non original photographs (only in some cases), broadcasts,
performances, fixations of films (e.g., the audiovisual recordings of birds hatching in their natural
environment) can constitute protected subject matter even though technically speaking these do
not constitute works protected by copyright, but “other subject matter” protected by rights
related to copyright, also known as neighboring rights. Copyright prevents acts such as making
copies (total or partial, permanent of temporal) and redistribution of those copies in verbatim or
modified form in absence of authorization. Neighboring rights offer similar, though not identical,
protection.
The SGDR is a peculiar EU form of protection for databases which are protected regardless of
any originality. What is protected here is the “substantial investment” in quantitative or
qualitative terms that the maker of the database puts in it. This substantial investment can take
the form of time, money, labor or any other resources spent in the making of a DB. Importantly,
when talking about “making” the database, the substantial investment has to be in the obtaining,
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verification and presentation of the data and not in their creation. So for example, a football
league cannot benefit from SGDR protection in the fixture lists of the teams playing in the league
as these data are considered to be created. The extent to which scientific databases can be said
to be constituted by created or obtained data is not clearly settled in case law. In particular, the
dichotomy between creating and obtaining data is not necessarily solved at the epistemological
level.
Consequently, given the likely — but not certain — presence of the aforementioned forms of
protection (copyright in the content when it is, e.g., a collection of journal articles or photos and
SGDR protection when the maker of the DB put substantial investment in the obtaining,
verification or presentation of the data), “content” has to be licensed under licenses capable of
addressing properly the identified rights. In fact, when those rights are present, the default
situation is that of “all rights reserved” and even if the database is publicly available on the
Internet, acts such as reproduction and distribution are not permitted, unless of course specific
exceptions and limitations to copyright apply.
Licenses such as the Creative Commons Public License (CCPL) version 4 are a perfect example of
a license type that addresses properly both copyright and SGDR in the licensed work. In
particular, by applying a CCPL 4.0 to a DB such as a website or a repository of journal articles
the licensor (the person who applies the license and who needs to be the right holder or be
authorized by the right holder to do so) is giving permission to reuse: a) the SGDR in the
database; b) copyright in the DB in the limited cases in which copyright applies to the DB
structure; and c) copyright and/or related rights in the elements (works such as journal articles
and original photographs) composing the DB.
While other open content licenses may also achieve the same results (and WG3 will offer a list of
license compatibility), the convergence towards one, or a few, licenses that can be seen as a de
facto standard is not only desirable but also essential in order to lower the transactive costs
associated with license compatibility and therefore to facilitate use and reuse of resources.

6.2 Tool licenses
In order to perform certain TDM activities, it may be necessary to use specific tools, usually
software based. Software is generally protected by copyright and therefore the legal
documents that regulate the use of software tools are usually copyright licenses. Some of these
licenses have restrictive terms regarding the type of uses that can be done with the software: not
only what can be done with the software itself (e.g., prohibition to copy it and to further
distribute it), but also how to use it (e.g., for personal or for commercial purposes). These types of
licenses are usually referred to as End User License Agreements (EULA), or sometimes as
“commercial” or “proprietary” licenses. Other licenses are based on a different paradigm that
software not only should be shared and improved, but also that no restrictions as to the type of
use should be requested. These licenses are usually referred to as FLOSS (Free/Libre Open
Source Software Licenses). The most common under this category are the GNU GPL, BSD (and its
variants), Apache, LGPL, Mozilla and Eclipse licenses.
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In general terms, it is necessary to verify the requirements present in tool licenses in order to
determine whether they pose any restriction to the type of uses that a researcher involved in TDM
activities may be carrying out. In particular, the “compatibility” of tool licenses with content
licenses needs to be ascertained on a case by case basis, a situation that may lead to
unnecessary legal barriers and associated costs (time, money, expertise) in TDM activities. The
use of FLOSS licenses, which are based on the identified principles, grants the highest degree of
compatibility as usually no restrictions to use and reuse of content are present. Some of these
licenses have a specific clause called copyleft which requires that derivative works of the
software be released under the same license. It does not seem that the results of a TDM analysis
may be considered derivative works of the software used and therefore this condition should not
apply to the TDM results. Nevertheless, it seems important to verify on a case by case basis that
this technical assumption is true.

6.3 Service Terms of use
Service licenses refer to the terms of use applied to specific services used to TDM content which is
found either on the same service provider's servers or contributed by the user. In the case of
Terms of Use (ToS), what is regulated by the agreements is not the use of content or tools but that
of a service. Importantly, in these cases, copyright, SGDR and related rights do not play the key
role seen above for content and tools. While the service may be based on the use of a specific
software or other subject matter covered by copyright, the usual nature of the transaction is one
where there is no copy or redistribution of any such software or content (although at a more
general level there may be a combination of all the aforementioned). Therefore, under this point
of view, it is perhaps more correct to refer to these agreements as Terms of Use (ToU, sometimes
also referred to as Terms of Service, Terms and Conditions or Acceptable User Policies). The main
distinction with copyright licenses (commonly referred to as just licenses) is that ToS do not usually
base their functioning on an underlying property right such as copyright and related rights
(although this is not a constant). This aspect may have important legal consequences for the
enforceability of licenses/agreements and for third party effects (that is, whether the licenses
have legal effects towards parties other than the party who is offering the agreement and the
one who is accepting it).
Sometimes, the use of these services is limited by the service provider to certain uses (e.g., non
commercial or scientific uses) or otherwise (the maximum amount of data that can be processed,
when, by whom, etc.). The enforceability of these agreements and their compatibility with the use
of content that is distributed under specific licenses is an important aspect that will be covered by
OpenMinTeD WG3. Additionally, WG3 will verify the need to develop a specific definition of
OA compliant ToS.

6.4 Data protection
Certain uses of databases may be limited by the presence of personal data, i.e., of any
information relating to an identified or identifiable person. Personal data are particularly likely
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to be collected in medical, financial, political, banking, insurance and educational fields as well
as in many others. When personal data are present their “processing”, which includes acts such as
collection, recording, organization, storage, consultation and transmission, is subject to specific
rules. Of particular relevance for present purposes is the principle that personal data should not
be processed without the data subject's consent (unless other circumstances listed in Art. 7 of
Directive 95/46/EC apply). The data subject's consent to the treatment of his or her personal
data must be specific to the type of information and to the type of use, meaning that any new
use may require a new expression of consent from the data subject. This leads to the fact that a
general declaration whereby the data subject gives his or her permission to the process of data
“for research” purposes could not be specific enough as to satisfy the legal requirements
(although it should be verified in the light of the national legislation whether MS have
implemented specific rules in this field). In other words, the possibility to “contractualise” the data
subject's consent in a standard form contract, as it has been shown common practice in the
copyright field, should be tested on a case by case basis keeping in mind that this possibility,
when available, may follow rules that are different from those identified for copyright purposes.
FLOSS/OA licenses usually omit any reference to personal data in their scope. While this field
requires further attention, our project will not deepen the analysis in this field (but will refer to
other projects studying this area).

6.5 License interoperability
In the light of the above, it becomes of paramount importance to determine the level of
interoperability or compatibility of different licenses. In particular, interoperability has to be
present at two levels: i) within each of the categories identified above (i.e. interoperability of
different content licenses, of different tools licenses and of different ToS); ii) across those
categories (i.e. interoperability of content licenses with tools licenses with ToS). The aspect of
license interoperability is central to the analysis of WG3 and will concentrate on the legal and
contractual requirements of different licenses. The analysis will furthermore attempt to determine
the conditions under which interoperability can be achieved. An important parameter in this
finding is represented by the copyright concept of derivative works. In fact, many licenses and in
particular FLOSS/OA licenses impose certain restrictions on the creation of derivative works,
namely the condition that the derivative works be licensed under the same license. This condition,
known as copyleft or share alike, is however only triggered in cases of derivative works, while on
the contrary, when two incompatibly licensed works do not create a derivative but are only
“packaged” or distributed together the copyleft/share alike requirement is not triggered. An
example of this can be seen in GNU GPL v2 and v3. As is known, both are strong copyleft
licenses, meaning that if a derivative work is formed on the basis of two pieces of software, one
under GPL v2 and the other under v3, the 2 license requirements are not interoperable, since one
software requires derivatives under GPL v2 and the other under GPL v3: GNU GPL v2 and v3
are not compatible. Yet, this becomes an issue only when a derivative work is created (e.g., an
executable formed by a GPL v3 software and a GPL v2 statically linked library). On the
contrary, a common FLOSS operating system (e.g., Debian, Ubuntu, SUSE, etc.) can combine, in
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the same distribution, components licensed under different and incompatible licenses, because,
generally speaking, the OS is not a derivative work of the software composing it. Similarly, a
music CD can contain songs under different and incompatible licenses (CCPL BY-SA v4, all rights
reserved, etc.) without this becoming an issue. However, if two songs are combined in a new one
(a derivative work), license compatibility becomes an issue.
While current literature in the field of license compatibility within the fields of content and tools is
developing (although there are still areas largely unexplored), the field of ToS intra- and crosscompatibility is largely unexplored.
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7. Discussion
This section provides a discussion of the landscape introduced in previous sections, highlighting
related efforts, describing limitations of the study and finally giving a higher-level overview.

7.1 Related efforts
This report is not the first effort by the natural language processing and text mining community
towards the assessment and promotion of interoperability in the field. A similar document,
entitled The Standards’ Landscape Towards an Interoperability Framework [Monachini 2011], was
produced as part of the Fostering Language Resources Network (FLaReNet) project. The project
aimed at developing a shared policy for the domain at the EU level, and the report presents an
overview of the current scene.
In addition to efforts carried out in the context of large international projects, individual members
of the community frequently try to increase the levels of interoperability of those areas of
landscape in which their interests lie. In the case of individual static TDM resources, this usually
means choosing one of the recognized standards, while in the case of large ecosystems, design is
undertaken with interoperability in mind. UIMA and GATE serve as examples of the latter: both
frameworks have a deliberately simple core model of documents, annotations and features, on
top of which components can build their own more complex models. Systems based on UIMA try
to adhere to these principles. An example is Argo — a web-based workflow management
system that supports multiple type systems, which means that arbitrary components may be
integrated within its interface, as long as they follow the UIMA principles.
Inevitably, trying to achieve small-scale interoperability of individual groups of tools leads to
repeated implementation of inter-format converters. This activity, which requires much time and
effort on the part of the resource providers, and diverts their attention from more important
issues, could be avoided if universally accepted interoperability standards, rules and formats
could be adopted.

7.2 Limitations of this study
This report, assessing the current state of the field, constitutes the first step towards overcoming
the difficulties of interoperability highlighted above. However, it is important to note that it does
have its limitations. First of all, during its preparation, our survey of the field of TDM revealed its
truly vast nature. Since individual experts usually have very deep knowledge of their own subfields, the compilation of this report required intensive cooperation between experts to obtain a
general and wide-ranging overview. Additionally, there is significant variation in the relative
popularity and usage of different items that constitute the TDM landscape (tools, standards,
formats, etc.). For example, in the case of language processing software, there exist a small
number of widely known large ecosystems, a significant number of more specialized tools and
countless small programs with very few users. This makes it particularly challenging to carry out a
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wide breadth, exhaustive and unbiased survey of the landscape, since only people who are
regular users of a particular solution can thoroughly understand its limitations.
Finally, it has been necessary to sub-divide the area of interest by classifying known items into
categories, in order to facilitate a comparison of them. Unfortunately, assigning items to predefined categories is frequently impossible, since some systems (especially large ones, such as
GATE) concentrate on comprehensively fulfilling users' needs and therefore they do not fit
precisely into such categories. As a result, it should be understood that the breakdown provided
in this report is only one possible way of classifying the landscape.

7.3 Overview of the field
If we were to describe the field in one word, it would be “diverse”. No matter which type of
elements we choose, i.e., tools, standards, techniques, etc., we always encounter extremely varied
approaches to the same problem. Unfortunately, many solutions are short-lived and/or they lack
regular maintenance, documentation or promotion. They seem to be developed for purposes of
individual research projects and/or to generate publications, after which they are abandoned or
maintained only within their source environment. Frequently, in-house formats are used, or
common techniques, such as XML or RDF, are employed, which are so general that they help little
in terms of interoperability.
There exist several large communities developing comprehensive ecosystems (e.g., Argo, Stanford
NLP, GATE), all of which enforce strict rules to maintain interoperability, but only within their own
ecosystem. Although bridging the gap between them poses a real challenge, efforts to address
such problems do exist (e.g., UIMA–GATE wrappers) and help to facilitate the re-use of existing
software.
However, users are likely to encounter difficulties even before using a certain tool, since finding
the best solution for a particular problem can also pose considerable challenges. Large
component repositories are aimed at solving this problem, but they can still require considerable
effort on the part of the user to find what they are looking for, because they lack hierarchical
categorization, comprehensive metadata or advanced search mechanisms.
In the case of attempting to find a solution using metadata descriptions, a number of difficulties
may arise. Firstly, a wide variety of terms and vocabulary may be used to describe components
that have identical or similar features. Additionally, there are considerable discrepancies
between the range and types of information represented in different metadata schemas. Finally,
the schemas tend to be extremely coarse-grained, which means that the bulk of the details about
each item described must be provided as free-text descriptions. This makes it extremely
problematic to carry out inter-schema mapping.
In contrast, however, it is important to strike a balance between the detail and usability of
schemas. In other words, if a standard is too detailed, then it may deter potential users. An
example is the TEI guidelines — the excessive detail of original specification, which is 1700
pages long, has led to creation of a reduced standard version, called TEI Lite.
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7.4 Gap analysis
To conclude, we provide an analysis of what is currently missing in the landscape from the point
of view of the OpenMinTeD goals.
First of all, there is an urgent need for clear documentation, using a common format, that will
cover at least the most widely used types of solutions. At present, a newcomer to the TDM field
has no “starting point”, i.e., it can seem like an overwhelming challenge to understand basic
principles or to choose a tool, ecosystem or standard that best suits his needs.
Secondly, an open-domain TDM registry, facilitating effective and efficient search for necessary
tools, would also be of great help, but is currently lacking. Existing repositories generally cover
only a very small part of the whole field, by concentrating on a particular domain, language or
type of items.
Moreover, issues of interoperability should not tie the user into using only a single ecosystem.
Currently available solutions lack the possibility to build workflows made up of components
originating from different systems. Following on from this, there is a need for clear presentation
of legal consequences of constructing a particular workflow consisting of static resources,
components and services, each used under a specific license agreement. Additionally, the use of
distributed computing remains rare in TDM. However, applying one of the many existing
techniques for distributed computing could ensure parallel execution and seamless mobility of
computing resources.
It is not possible to ensure interoperability between all solutions present in the current landscape
(e.g., all formats of annotation). Therefore, it is crucial to carefully select those solutions that have
the largest number of users and which would benefit from new possibilities offered by
OpenMinTeD.
Finally, it is necessary to cooperate with standardization bodies and taskforces that have
previously set up within the field and which may be active in the future. Among those definitely
worth noting are World Wide Web Consortium (W3C), International Organization for
Standardization (ISO), Text Encoding Initiative (TEI) and National Institute of Standards and
Technology (NIST).
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